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Abstract—By combining two techniques: fingerprinting,
which turns a game-playing strategy into a representation-
independent functional summary of its behaviour, and mul-
tilateration, which finds the location of a point in space using
measured distances to a known set of anchor points, we develop
a tool for automatically analyzing evolved Prisoner’s Dilemma
agents. Using as anchor points the space of all deterministic
2-state transducers, we can place arbitrary strategies into 7-
dimensional real space by numerical integration and solving
linear equations, which is fast enough to be usable online.
We present several proof-of-concept visualizations, including
individual strategies in populations, and population trajectories
over time, which are now accessible.

I. INTRODUCTION

Evolutionary game theory is a subfield of evolutionary
computation which focuses on studying the dynamics and
behaviour of populations of coevolving strategies playing
games. The unlimited stream of strategies creates difficul-
ties in analysis, including multiple distinct representations
encoding the same behaviourally identical strategy, as well
as mutational drift causing the strategies to become highly
intricate and complex.

In [1], [2], [3], the concept of fingerprinting was presented,
a mathematical tool which summarizes strategies by standard
functions recording the strategy’s behaviour against a refer-
ence opponent, independent of representation. This makes
the analysis much more tractable, and has led to previously
unattainable studies in evolutionary time and population size
[4], the effect of noise [5], [6] among others.

The fingerprinting model was refined in [7], generalizing
the original one in [1], which improves upon several limi-
tations including discontinuities and problems with indistin-
guishable pairs of strategies. From [8], a metric has been de-
fined on the space of fingerprints, which allows mathematical
quantification of the similarity between particular strategies.

So far, we have been able to calculate the distance between
arbitrary strategies. If additionally, we can use this data to
represent the strategies as points in Euclidean space, the
wealth of analysis techniques available for regular vectors
can be applied. Considering the prior work in aerospace
engineering and robotics, finding the position of an unknown
point using measured distances to a reference set of known
anchors is known as multilateration.

Combining the fingerprint and multilateration tools, we
can develop a fast algorithm to automatically place strategies,
particularly those found from evolution, into points within 7-
dimensional Euclidean space. We present several quantitative
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visual depictions now usable, such as displaying the strate-
gies within a population, as well as plotting the trajectories
of an evolved population through generations of time.

We will specialize here to the game of iterated Prisoner’s
Dilemma, a standard two-player, two-move symmetric game
studied widely in many contexts [9]. Both players on each
round independently choose one of two moves: cooperate or
defect. If both cooperate, each scores R; if both defect, each
scores P ; if one defects and the other cooperates, the defector
scores T and the cooperator S. The conditions of Prisoner’s
Dilemma dictate that T > R > P > S and 2R > T + S.

The rest of the paper is organized as follows: the back-
ground on fingerprinting and multilateration is given in
Section II, the experiments are described in Section III, and
the results and discussion follow in Section IV.

II. BACKGROUND

A. The fingerprint distance

As developed in [7], the fingerprint operator used in
this study is based on the length-weighted probability of a
move pair occuring, when the given agent plays against a
parametrized k-state probabilistic finite state transducer. We
will restrict our consideration to a 1-state machine, which
can be parametrized as (x, y, z) ∈ [0, 1]3, where x is the
probability of cooperating on the initial move, y is the
probability of cooperating in response to a cooperate, and
z the probability of cooperating in response to a defect.

The operator takes as input a specification of a game
playing agent P , which is a function ρP that gives the
probability the agent plays as an input move history s (a
string of moves) up to its length, given that its opponent
plays as another input move history w (of length 1 shorter
due to the simultaneity of the game) as directed. That is,
ρP (s, w) = Pr(∀i P plays si in turn i | ∀j opponent plays
wj in turn j). Call the parametrized opponent O1(~v) with
~v = (x, y, z), and define ρO1(~v) similarly.

Denote by FP the output of the operator on P ; the
(m1,m2)th component of the fingerprint function is defined
as FP (~v)m1m2

=

∞∑
n=1

µ(n)
∑

(s,w) has length n−1

ρO1(~v)(wm2, s)ρP (sm1, w)

the first sum is the two-way probability the players play
(m1,m2) respectively on the nth move, weighting that by
a given function µ(n). For special properties, we will use
the family of geometric distributions: µ(n;α) = (1 −
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α)αn−1, α ∈ [0, 1), at α = 0.8 in continuity with prior
work [7], [8].

To compute this for agents representable by finite state
transducers, create the following Markov chain: the state
space is Q × {C,D}2, the Cartesian product of states of
the agent with the last moves of P then O1. The transition
matrix T has entries (q1,m1,m2) → (q2,m3,m4) equal to
Pr(P transitions from q1 to q2 outputting m3 seeing m2) ×
Pr(O1 outputs m4 seeing m1).

The fingerprint function can be calculated as

FP (x, y, z;α)m1m2
= (1−α)χT

m1m2

(
I−αT (y, z)

)−1
Q0(x)

where χm1m2
is the indicator vector whose entries are 1 if

the state indexed has last move-pair (m1,m2), 0 otherwise,
and Q0(x) is the initial state probability vector.

Now that the strategies have been transformed into math-
ematical functions, we can define the distance between two
fingerprints using the L1 distance (also named the total
variation [10]): ‖FP1 −FP2‖ =∫

[0,1]3

∑
m1m2

|(FP1 −FP2)(x, y, z)m1m2 | dx dy dz.

B. Multilateration

Multilateration (also known as trilateration for the special
case of R3) is the following problem: we have a point in an
unknown position ~y ∈ Rn, as well as a set of m anchors
which are at known positions ~x1, ~x2, . . . , ~xm ∈ Rn. We
have as data the measured distances between ~y and ~xi, that
is ‖~y − ~xi‖ = di for all i. The question is: how can we
determine the position of ~y?

This has important practical applications in determining
the position of, among other things, aircraft [11], robots
[12], mining equipment [13], and other GPS-related systems
[14]. Several solutions are given to this problem, usually by
properly linearizing the problem as in [13], which we will
use, although others are given, see for example [12].

Rewrite the data we are given as

‖~y − ~xi‖2 = (y1−xi1)2+(y2−xi2)2+. . .+(yn−xin)2 = d2i

where ~y = (y1, y2, . . . , yn) and ~xi = (xi1, xi2, . . . , xin).
Note that xij and di are constants, while we wish to solve
for yi. Now let us write the average squared distance to each
anchor

1

m

n∑
k=1

m∑
j=1

(yk − xjk)2 =
1

m

m∑
j=1

d2j

and subtract this equation from each individual distance
equation and rearrange:

− 2

n∑
k=1

yk

xik − 1

m

m∑
j=1

xjk


= d2i −

1

m

m∑
j=1

d2j − ‖~xi‖+
1

m

m∑
j=1

‖~xj‖ .

Notice now that the left-hand side consists of yi times
constants, while the right-hand side consists of constants only

— this is a system of linear equations A~y = ~d that can be
solved with standard methods.

Note that if m > n as is useful for cross-checking, this is
an overdetermined system that in general has no solution.
We can instead use the least-squares solution, which has
the natural interpretation of minimizing the error to the
measurements. As an aside, to efficiently handle multiple
multilateration computations, note that the matrix on the left-
hand side is completely constant; we can directly compute
the pseudoinverse and hence have quadratic-time solution per
computation using ~y = A+ ~d.

As a compromise between computational feasibility and
interpretability of results, will use the space of all deter-
ministic 2-state transducers, studied in [7], as our set of
anchor strategies. There are 512 strategies representable, with
296 unique strategies. We calculated the pairwise distances
between all strategies, and placed the strategies into R7 using
the best fit over 1000 random starting configurations with the
SMACOF multidimensional scaling algorithm [15], rotated
using principal components analysis [16].

III. EXPERIMENTAL DESIGN

We will use a set of baseline parameters for Prisoner’s
Dilemma simulations, as used in [6], [17], [18]. Our repre-
sentation of the strategies will be deterministic 8-state trans-
ducers, with a linear string representation listing each state
(which includes 4 characters: the transition-state from 0–7
and action C/D given the opponent cooperated or defected),
with a distinguished “state” of 2 characters marking the
initial state 0–7 and action C/D.

Two-point crossover is used on the list of states (including
the initial state), keeping each state as an atomic object. The
mutation operator changes a single state transition 40% of
the time, the initial state of the machine 5% of the time, the
initial action 5% of the time, and a single state action 50%
of the time. The change is to a random value, and therefore
it is possible for mutations to be null.

The evolutionary algorithm uses a fixed population size of
36 agents. The fitness function is the average score obtained
in a round-robin tournament, where each pair plays 150
rounds of iterated Prisoner’s Dilemma with the standard
payoff matrix (T = 5, R = 3, P = 1, S = 0).

Reproduction is elitist, with the elite being the 24 highest-
scoring agents in each tournament; when constructing the
elite, ties for 24th place are broken uniformly at random.
Six pairs of parents are picked with replacement from the
elite, with probability directly proportional to fitness. Each
pair of parents is copied with crossover, and the two children
are subjected to one-point mutation. The twelve resulting
children replace all the non-elite.

At generation 0, the populations are filled with strategies
created uniformly at random. The simulation is run for 6, 400
generations and the population and their fitness values are
saved at each generation. 100 individual simulations are run.

There are thus 36 × 6, 401 × 100 = 23, 043, 600 total
strategies extant in this series. After removing duplicate
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Fig. 1. Individual strategies in the first 6 populations at various generations,
emplaced into R7 using fingerprint multilateration, shown as a scatterplot in
the first 2 principal components. Axes are to scale but unbalanced. Different
populations are distinguished by colour.

strategies that play identically, there are 1, 759, 891 unique
strategies under complete playing equivalence in our dataset.

All these strategies were assigned to points in R7 using the
multilateration algorithm. That is, we compute the distance
between each strategy and each of the 296 anchor strategies,
using the third-order product Gauss rule [19] to numerically
evaluate the integral, with a total of 64 evaluation points per
integral. Then we calculate ~y = A+~d, as defined above.
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Fig. 2. Individual strategies in the first 6 populations at various generations,
emplaced into R7 using fingerprint multilateration, shown as a scatterplot in
the first versus third principal components. Axes are to scale but unbalanced.
Population colours are consistent with Figure 1.

IV. RESULTS AND DISCUSSION

Firstly, we recorded the time used to analyze all these
strategies. On a normal desktop CPU, the analysis of all
1, 759, 891 strategies took about half an hour. This represents
a throughput rate of over 1, 000 strategies per second, which
is sufficiently fast to be used online. Note this analysis works
on the level of strategies in the population and is extensible
to any type of evolutionary experiment, scaling linearly.



We now know the positions of all strategies at each
generation in every population. We will showcase several
simple visualizations that are now available because we have
this data. Before listing the results, we wish to remark that all
figures and plots shown are meant to be illustrative and proof-
of-concept, rather than any direct evolutionary experiment.

Let us display individual strategies that comprise each
population, as a scatterplot in the first couple of principal
components. We will graph the first 6 populations at once
on each plot, with populations distinguished by colours, in
Figures 1 and 2.

At generation 25, which is quite early in evolutionary time,
the greater spread of the strategies can be seen, indicating
the higher diversity. On the other hand, notice how the
blue population is almost all at −0.5 first component; from
directly reading off the coordinates of our reference set of
strategies, these are the strategies close to Always Defect,
one the most important evolutionarily stable strategies.

An surprising effect can be seen by plotting the first
versus third principal components (Figure 2). Each individual
strategy clearly lies on one of two widely separated clusters,
and this holds true no matter which generation it is.

Next, we look at the populations at generation 50: as there
has been relatively few generations since the previous plot,
most of the populations have not moved far away. The red,
green, and cyan populations have consolidated, while the
purple has spread out in the space. Meanwhile, the blue and
yellow have stayed still.

By generation 200, green has basically become a homoge-
nous population of ALLD, while blue has been invaded by a
different strategy. The populations have moved close to the
origin; we do not test whether this is significant. Skipping
to a much later epoch, at generation 800 we see that the
green population is still ALLD, and the other populations
have stayed close to the origin.

Finally, we elapse all the way to 6,400 generations, suffi-
ciently long that it qualifies as deep evolutionary time, which
has found to generate novel behaviours [6], [4]. Qualitatively,
the populations are at a different position than in the prior
graphs. We leave it to future work to confirm these findings.

Next, we can consider entire populations, and plot the
population average coordinate in the first three principal
components, which are the most important dimensions in
R7. This is Figures 3 and 4, where we again plot the
first 6 populations with respect to evolutionary time, each
population with the same colour as in Figures 1 and 2. Figure
4 is the same plots, but restricted to the first 200 generations
for clarity.

An interesting observation is that the coordinate values
themselves are clearly biased towards negative numbers, with
the yellow line staying at −0.5 for all generations past 1000.

We can repeat this for the second principal component:
one of the obvious differences here is that the scale of the
coordinates is much lower: −0.5 was achievable in the first
component, here none of the populations go beyond 0.14.

There is also a clear bias in the second component, this
time in the positive direction. This effect has a plausible

rationale: our set of reference strategies is all determinis-
tic 2-state transducers, encompassing all the usual 1-state
strategies, including PSY. Psycho plays the opposite of the
opponent’s move — it would continually cooperate with a
defector. In the context of Prisoner’s Dilemma, this is quite
irrational, and we expect evolutionary computation to steer
clear of this region of strategy-space.

From the third principal component, we see that aside from
the scale decreasing even further, which is to be expected,
the coordinates are no longer clearly biased in one direction
over the other.

A final observation from all the preceding figures is that
the initial populations have almost null coordinates in the
top three dimensions. This makes sense given a uniformly
random population, and provides evidence that our reference
set is properly balanced in R7.

From a different direction, we can plot two principal
components at once, by considering that as a parametric
curve in the plane over evolutionary time. In this way, we
can display the trajectory of the population average as it
moves during the evolutionary process. To display a sense of
evolutionary time, we change the colour of the traced curve
with the generation number. For the first 3 populations, we
plot top three principal components in Figures 5–7.

The populations are mostly stable, as we can see from
the parametric curve staying in a tightly defined region for
extended periods of time. The evolutionary algorithm is
capable of having many different strategies being stable, as
shown by the many different regions explored.

In conclusion, we have developed a fast, automated tool
for placing arbitrary strategies into Euclidean space with
interpretable coordinates, which enables a wide variety of
analysis techniques. Several simple plots of strategies within
populations and the trajectories of populations already pro-
vide various insights into evolutionary dynamics — this tool
holds much promise in facilitating the interpretation of the
data from the evolutionary runs.

For future work perhaps we can label the plot with the
positions of important strategies as well, which can directly
inform if a population is converging on something close to a
particular strategy. The myriad other possibilites for analysis,
perhaps using more sophisticated statistics, are left to the
inventiveness of the reader.
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Fig. 5. Population average coordinates for the first population (red points/lines in Figures 1–4), tracked over evolutionary time as a parametric plot.
Evolutionary time is denoted by colour: the colourmap is piecewise linear, red at generation 0, yellow at generation 1,600, green at generation 3,200, cyan
at generation 4,800, and blue at generation 6,400. Axes are to scale but unbalanced. Left: principal components 1 vs 2; Right: 1 vs 3.
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Fig. 7. Population average coordinates for the third population (blue points/lines in Figures 1–4), tracked over evolutionary time as a parametric plot.
Evolutionary time is denoted by colour: the colourmap is piecewise linear, red at generation 0, yellow at generation 1,600, green at generation 3,200, cyan
at generation 4,800, and blue at generation 6,400. Axes are to scale but unbalanced. Left: principal components 1 vs 2; Right: 1 vs 3.


