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Abstract—The fingerprint is a mathematical tool that turns a
game-playing strategy into a representation-independent func-
tional summary of its behaviour; several studies have used this
to enable massive computational analyses of entire spaces of
strategies. This study extends further by directly comparing
two large (on the order of 1096) state spaces, grids over the
probabilistic 4- and 8-state finite transducers, as representations
for playing iterated Prisoner’s Dilemma. We take uniformly
random samples of size 65,536 from each, fingerprint each
strategy in both samples, and compute all pairwise distances
within each sample. Hierarchical clustering reduces each dis-
tance matrix to size 16,384 for embedding into Euclidean space
with multidimensional scaling. Results indicate that several
important dimensions are strongly preserved between the rep-
resentations, and we can quantify them. We additionally find
an important theoretical construct, two strategies that are not
identical in behaviour, but with the same fingerprint: Random
and periodic (CDDC).

I. INTRODUCTION

Mathematical games are simple to understand and used as
a model for simulating interactions; however, even Prisoner’s
Dilemma, one of the simplest nontrivial games, is difficult
to understand theoretically. The game is typically iterated
in studies, which allows strategies for responding to the
moves from the opponent. The subfield of evolutionary
game theory deals with experimenting with populations of
game-playing strategies, generating an unending stream of
arbitrarily complicated strategies.

In [1], [2], [3], the concept of fingerprinting was presented,
a mathematical tool which converts strategies into standard
functions by recording the strategy’s behaviour against a
tunable reference opponent, independent of how the strategy
is actually represented. This makes the analysis much more
tractable, and has led to previously unattainable studies in
evolutionary time and population size [4], the effect of noise
[5], [6] among others.

The fingerprinting model was refined in [7], generalizing
the original one in [1], which improves upon several limi-
tations including discontinuities and problems with indistin-
guishable pairs of strategies. From [8], a metric has been de-
fined on the space of fingerprints, which allows mathematical
quantification of the distance between particular strategies.

The distance imposes a structure on spaces of strategies,
particularly the spaces of representations for game-playing
strategies. Since several studies [9], [10] have demonstrated
that the choice of representation used in an evolutionary
simulation can have a drastic effect on the results, we
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are interested in investigating the structure of entire rep-
resentations. Some of the small spaces have been studied
in [7], [8], [11], [12] and we would like to extend the
analysis; however, due to the exponential number of possible
strategies, enumeration quickly becomes impossible for any
reasonably large space.

To deal with this issue, we can turn to sampling from a
space of strategies. The main form of data we can obtain
is directly using the fingerprint definition and computing
the pairwise distance between all pairs of strategies. Using
the full extent of high-performance computing resources
available, we can handle a sample of size 65,536, which is
huge. But even then, we need to substantially reduce this very
high-dimensional distance matrix down to something that
is interpretable; we will use a combination of hierarchical
clustering and multidimensional scaling for this purpose.

We would like to compare different representations for
playing Prisoner’s Dilemma: in this study we will consider
the probabilistic 4- and 8-state finite transducers, run the
same analysis in parallel, and report on the differences in
the fingerprint-induced structure of the spaces, to understand
further how representation affects evolutionary simulations.

The rest of the paper is organized as follows: the finger-
print is defined and useful properties given in Section II, the
experiments are listed and described in Section III, the results
and interpretation follow in Section IV, finally the discussion
and conclusion are in Section V.

II. BACKGROUND

Prisoner’s Dilemma is a standard two-player, two-move
symmetric game studied widely in many contexts [13].
Both players on each round independently choose one of
two moves: cooperate or defect. If both cooperate, each
scores R; if both defect, each scores P ; if one defects
and the other cooperates, the defector scores T and the
cooperator S. The conditions of Prisoner’s Dilemma dictate
that T > R > P > S (the natural ordering of payoffs) and
2R > T + S (mutual cooperation is preferable to alternate
backstabbing). However, our study does not directly use the
payoff values.

A probabilistic finite state transducer (PFT) is a simple
extension of the more typical deterministic finite state trans-
ducer [14]. It consists of a finite nonempty set of states, finite
nonempty input and output alphabets, a transition/output
function (which takes as arguments the current state and input
letter, and returns a probability distribution over states and
output letters), and an initial state/output (another distribu-
tion over states/outputs).
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In our case, both input and output alphabets are the
possible game moves. As a strategy, a PFT plays as follows:
first sample the initial state and output (which move it plays)
from the initializing distribution. Each subsequent round, it
looks up the transition/output distribution corresponding to
its current state and the opponent’s last round move, and
samples from that its next state and output.

As developed in [7], the fingerprint operator used in
this study is based on the length-weighted probability of a
move pair occuring, when the given agent plays against a
parametrized k-state probabilistic finite state transducer. We
will restrict our consideration to a 1-state machine, which
can be parametrized as (x, y, z) ∈ [0, 1]3, where x is the
probability of cooperating on the initial move, y is the
probability of cooperating in response to a cooperate, and
z the probability of cooperating in response to a defect.

The operator takes as input a specification of a game
playing agent P , which is a function ρP that gives the
probability the agent plays as an input move history s (a
string of moves) up to its length, given that its opponent
plays as another input move history w (of length 1 shorter
due to the simultaneity of the game) as directed. That is,
ρP (s, w) = Pr(∀i P plays si in turn i | ∀j opponent plays
wj in turn j). Call the parametrized opponent O1(~v) with
~v = (x, y, z), and define ρO1(~v) similarly.

Denote by FP the output of the operator on P ; the
(m1,m2)th component of the fingerprint function is defined
as FP (~v)m1m2 =

∞∑
n=1

µ(n)
∑

(s,w) has length n−1

ρO1(~v)(wm2, s)ρP (sm1, w)

the first sum is the two-way probability the players play
(m1,m2) respectively on the nth move, weighting that by
a given function µ(n). For special properties, we will use
the family of geometric distributions: µ(n;α) = (1 −
α)αn−1, α ∈ [0, 1), at α = 0.8 in continuity with prior
work [7], [8].

To compute this for agents representable by probabilistic
finite state transducers, create the following Markov chain:
the state space is Q×{C,D}2, the Cartesian product of states
of the agent with the last moves of P then O1. The transition
matrix T has entries (q1,m1,m2) → (q2,m3,m4) equal to
Pr(P transitions from q1 to q2 outputting m3 seeing m2) ×
Pr(O1 outputs m4 seeing m1).

The fingerprint function can be calculated as

FP (x, y, z;α)m1m2
= (1−α)χT

m1m2

(
I−αT (y, z)

)−1
Q0(x)

where χm1m2
is the indicator vector whose entries are 1 if

the state indexed has last move-pair (m1,m2), 0 otherwise,
and Q0(x) is the initial state probability vector.

Now that the strategies have been transformed into math-
ematical functions, we can define the distance between two
fingerprints using the L1 distance (also named the total
variation [15]): ‖FP1 −FP2‖ =∫

[0,1]3

∑
m1m2

|(FP1 −FP2)(x, y, z)m1m2 | dxdy dz.

III. EXPERIMENTAL DESIGN

We will concurrently consider two choices of different
representations for playing iterated Prisoner’s Dilemma: the
probabilistic 4-state and 8-state finite transducers. Since
probabilistic machines allow real-valued parameters, both the
spaces are inherently continuous and we must use some type
of sampling technique.

For the 4-state machines, we will arbitrarily use a grid of 5
values {0, 14 ,

1
2 ,

3
4 , 1} as the allowed values for all parameters.

There are 9 probabilistic transition/output distributions (from
each of the 4 states, in response to opponent’s cooperate or
defect; and the initial), in a state space of 8. Combinatorially,
there are

(
8+4−1

4

)
= 330 choices per distribution and hence

3309 ≈ 4.6× 1022 representable strategies — even with the
grid we cannot enumerate them all.

The representation itself is a string of 9×4 character-pairs,
each from {00,01,10,11,20,21,30,31}. The first character in
the pair designates the state to transition to, and the second
character the move played (0 is cooperate, 1 is defect). Each
group of 4 character-pairs represents the 4 quarter-probability
possibilities in the distribution, and we list all 9 of the
distributions.

Similarly, for the 8-state machines, we arbitrarily use a
grid of 9 values {0, 18 ,

1
4 , . . . ,

7
8 , 1} as the values for parame-

ters. There are now 17 (= 8× 2+1) transition/output distri-
butions, with state space size 16, hence

(
16+8−1

8

)
= 490, 314

possibilities each. Clearly, the number of representable strate-
gies, 490, 31417 ≈ 5.5× 1096 is utterly immense.

We use the same type of representation, a string of 17×8
character-pairs, where the first character in a pair is the state,
from 0 to 7, and the second character is either 0 or 1 marking
the move played. Each group of 8 character-pairs lists the 8
one-eighth probability possibilities in the distribution, and
we do this for all 17 of the distributions.

For each of these two representations, a uniformly random
sample of size 65,536 was taken (each character is indepen-
dently generated in its range). Each strategy in both samples
was fingerprinted, computed using the matrix formula using
the LAPACK linear algebra package into a 4-component
function of y, z for x = 0, 1 at α = 0.8, a value found
in previous studies to have good separation properties [11].

We will keep both samples disjoint and run parallel
experiments on each. For each individual sample, approx-
imate pairwise distances are calculated with a composite
third order product Gaussian cubature method (4 points at
(±1/

√
3,±1/

√
3) for the region [−1, 1]2, see [16]) with a

grid of 512×512 evenly spaced squares (a total of 1,048,576
evaluation points). These are summed in a binary divide-and-
conquer fashion to decrease roundoff error. From results in
previous studies [8], the integration error is at most on the
order of 10−10, where distances are generally on the order of
0.01–1. For all intents and purposes, the integral is basically
exact.

Hierarchical clustering with the unweighted pair group
with arithmetic mean method (UPGMA, [17]) is performed
on both 65, 536×65, 536 distance matrices. The closest pair



of clusters is repeatedly merged, and the distance between
two clusters is defined to be the average over all possible
pairs, one from each cluster.

Dimensionality reduction methods are generally cubic or
worse algorithms; hence it is still infeasible to run them
directly on a 65,536 square matrix. By using more powerful
computers and improvements in algorithm implementation,
we have managed to scale up to 16,384 points. That is,
we ignore the 16,381 largest distance cluster-mergings as
done by UPGMA, which leaves 16,384 clusters, and use that
(weighted) distance matrix for analysis.

Metric multidimensional scaling is used to embed these
clusters into the Euclidean plane. This works by minimizing
the stress loss function∑

i,j

wi,j(δi,j − di,j)2

where wi,j is the product of the cluster sizes of i, j, δi,j is
the true distance between clusters i, j, and di,j is the distance
between the points on the plane representing clusters i, j.

The stress majorization SMACOF algorithm [18] is used
for this purpose, with the best fit chosen from over 1,000 runs
starting at initial points i.i.d. uniformly random in [0, 1]n.

IV. RESULTS

Each distance matrix required almost 5 CPU-years to
compute, and another 3 CPU-years was required to run the
various MDS calculations, a total of approximately 16 years
on 2.83GHz Intel Xeons.

A. Indistinguishable strategies

From prior work on the fingerprint [3], the strategies
RAND (play randomly at each move) and perCDDC (repeat
the sequence of moves C,D,D,C) were found to be indis-
tinguishable. We may ask whether this holds true with the
refined definition given in [7]. An important property of the
fingerprint is that it considers the strategies’ last move (since
the opponent reacts to it).

RAND clearly cooperates with probability 1
2 regardless of

its prior moves; note that before the geometric weighting,
perCDDC’s conditional probability of cooperation given its
last move is exactly 1

2 , because its repetitive sequence is
balanced as a B(2, 2) de Bruijn sequence [19]. That is, as a
cyclic string, all possible binary substrings of length 2 occur
once each.

The geometric weighting will emphasize earlier moves,
which means that RAND and perCDDC are no longer
identical (consider the weighted probability they cooperate,
which is not equal). To fix this, which can be done in context
of the 4-state probabilistic machines here, let us consider
per(CDDC), which repeats the sequence C,D,D,C, but starts
at a uniformly random position. Finite state diagrams for
RAND and per(CDDC) are given in Figure 1. From linear-
ity of the fingerprint, this is equivalent to the average of
perCDDC, perDDCC, perDCCD and perCCDD.

We have a strong reason to believe that this could be an
indistinguishable pair of strategies. The three top dimensions
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(b) per(CDDC) (repeat the sequence C,D,D,C, starting at a random position)

Fig. 1. Finite state diagrams for two strategies. Labels on the arrows are
input/probability:output; if omitted the probability is 1; the initial transition,
from below, has only output.

that we have found in all previous studies [7], [11], [8]
are, up to linear combinations, the cooperativity of the
strategy in general, the responsiveness of the strategy to the
opponent, and the probability of initial cooperation. RAND
and per(CDDC) cannot be separated using any of the above
measures.

Without further ado, the fingerprints of both strategies
were computed (calculation omitted). We report that we have
indeed found a concrete pair of indistinguishable strategies,
for both their fingerprints are the function

F(x, y, z;α)CC =
(1− α)

2
x+

α

4
(y + z)

F(x, y, z;α)CD =
1

2
− (1− α)

2
x− α

4
(y + z)

F(x, y, z;α)DC =
(1− α)

2
x+

α

4
(y + z)

F(x, y, z;α)DD =
1

2
− (1− α)

2
x− α

4
(y + z).

This is another major theoretical insight, as it proves spe-
cific limitations on what interpretations the lower dimensions
could support; nothing that differentiates between RAND and
per(CDDC) is permissible.

For example, the probability of cooperation conditional
upon longer histories of prior moves cannot possibly be an
explanation of a dimension: C,D,D,C is merely a B(2, 2)
de Bruijn sequence, not a B(2, 3) sequence. Therefore,
given two past moves, the behaviour of per(CDDC) becomes
deterministic and hence distinguishable from RAND, a con-
tradiction with their identical fingerprints.

B. Colouring

The schema used in [8] gives a generalizable way of
assigning colours to strategies representable by a finite au-
tomaton, which can display more information:

Ignore the outputs for now and consider only the transition
graph of the automaton, which has 4 (or 8) states and 36 (or
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Fig. 2. The distance between clusters n and n + 1 when combined in
the UPGMA hierarchical clustering tree. Note the logarithmic scale. The
samples from each representation are clustered separately.

136) edges total, one from each of the character-pairs of
the representation. Since there are only transitions, this is a
Markov chain. Run the fingerprint calculation (1 − α)(I −
αT )−1q0 assigning each edge an equal probability so that
everything is normalized, with the same α = 0.8; q0 is the
distribution of initial states. This gives a visitation probability
distribution on the 4 or 8 states. Multiply this by α.

The four 1-state strategies are coloured as follows: ALLC
(always cooperate) is green, ALLD (always defect) is red,
TFT (tit-for-tat) is blue, and PSY (reverse tit-for-tat) is black.
Consider only the actions taken while at each state, as a
pair of probability distributions over cooperate/defect. Give a
state a mixture colour according to the product distribution:
the fraction of ALLC is the probability of cooperating in
response to cooperation times the probability of cooperating
in response to defect; the fraction of TFT is the probability of
cooperating in response to cooperation times the probability
of defecting in response to defect; and so forth for ALLD
and PSY.

Now weight the states according to the above probability
distribution (times α), plus the initial move coloured as
ALLC/ALLD only times 1 − α = 0.2. This average is the
colour of the automaton. Because the sum of all components
is 1, being a probability vector, assigning black (equivalently
no contribution) to PSY allows the nominally 4-dimensional
surface to be fit conveniently in 3-dimensional RGB colour
space.

The colour assigned to a cluster is simply the weighted
average of the colours of each constituent automaton.

C. Hierarchical clustering

Recall that UPGMA repeatedly joins the two clusters with
the minimal inter-cluster distance; the distance between two
clusters is defined to be the average over all possible pairs
of points, one from the first cluster and one from the second.
The distance between the clusters that are combined at each
step is plotted in Figure 2, for both representations. The
distances do not exhibit any significant jumps other than the
final few, which is to be expected.
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Fig. 3. The resultant cluster size after the joining of each cluster in the
UPGMA hierarchical clustering tree. Note the log-log scale of both axes.
The samples from each representation are clustered separately.

One feature that is not directly visible from the graph is
how many indistinguishable strategies exist: in the 4-state
sample, there are only 27 UPGMA mergings at distance zero,
meaning there are at least 65,509 distinct strategies in the
sample; in the 8-state sample all strategies are known to be
distinct.

The cluster sizes after the combination at each step is
plotted in Figure 3. A linear trend, which would indicate
a power-law relationship, does not fit the curve. Notice
also that the cluster sizes fluctuate wildly, with multiple
downward spikes indicating much smaller clusters, up to
the 5th furthest join operation (size 14), indicating there are
strategies isolated in the space.

D. Multidimensional scaling

Due to technical difficulties inherent in massive compu-
tation, we can only use 16,384 points at once in multidi-
mensional scaling; this still represents an advance in high-
performance computing implementation. For both datasets,
the UPGMA algorithm is re-run until 16,384 clusters remain,
then the reduced, weighted distance matrix, now 16, 384 ×
16, 384, is used in MDS.

We can repeat the multidimensional scaling algorithm with
different numbers of dimensions allowed for the points: the
error will monotonically decrease as we use more dimen-
sions, but when the improvement starts becoming insignif-
icant we can claim this is the essential dimension of the
dataset, a procedure also known as a scree plot [20]. We plot
the root mean square error of the best-fit amongst multiple
independent MDS runs for the 4-state and 8-state strategy
clusters in Figures 2 and 3 respectively.

Three dimensions account for most of the data; the im-
provement beyond that is negligible. A commonly quoted
goodness-of-fit statistic is Kruskal’s normalized stress, com-
puted as √∑

i,j(δi,j − di,j)2∑
i,j δ

2
i,j

which is unity for the trivial solution for putting all the
strategies in one single point; stress below 0.05 is considered
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Fig. 4. The best-fit weighted root mean square error in embedding the
pairwise distance matrix for the 16,384 clusters of probabilistic 4-state
strategies into Rn, for various n. For comparison, the root mean square
of the distances themselves is 0.132439.

good [21]. For the 4-state strategies, our stress for embedding
into R3 is 0.026038, and into R10 is 0.019566; for the 8-state
strategies, embedding into R3 gives 0.038442, and into R10

0.033511. The stress values are also plotted in the figures.
The reason the error does not converge to 0 is that the data,

computed under L1, is inherently not Euclidean and cannot
be exactly embedded into Euclidean space of any dimension
whatsoever. This residual error, which is relatively small, is
a measure of the non-Euclideaness of our data.

Note that even though the shape of the error curves for
either dataset are highly similar, the actual distances, both
of the data itself and the errors are of a different scale.
The 8-state strategies have a much lower root mean square
distance, while the embedding error remains mostly constant.
We conclude we are running up against the resolvability of
the distances using Euclidean space.

Since the points are now explicitly in Euclidean space,
we can rotate them to their principal components, so that
we can interpret the coordinate axes as important directions
within the space. As a huge scatterplot in full 3 dimensions
is very difficult to handle and interpret, we will show two
2-dimensional side views of the 1st vs 2nd and 1st vs 3rd
principal components. These are plotted in Figure 6 for the
4-state strategies and in Figure 7 for the 8-state strategies.

Each point represents a cluster, with point area propor-
tional to cluster size; each point is coloured with the scheme
described in Section IV-B. The colouring scheme is clearly
reflected in the position of the points: there is a green-red
colour gradient along the first principal component (the y
direction), while there is a blue-black gradient along the third
principal component.

For the second principal component, there are 5 bands in
the 4-state strategies and 9 bands in the 8-state strategies.
By directly looking at the clusters themselves, we find the
bands correspond to the probability of cooperation in the first
move, from 0 for the lowest band, to 1 for the highest band.

The preceding discussion was valid for both datasets
individually; note that this says the structure of both these
representations is incredibly similar, although again on a
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Fig. 5. The best-fit weighted root mean square error in embedding the
pairwise distance matrix for the 16,384 clusters of probabilistic 8-state
strategies into Rn, for various n. For comparison, the root mean square
of the distances themselves is 0.075289.

slightly different distance scale. This holds even considering
the top three principal components of the space, which we
have demonstrated to effectively account for most of the
variation between strategies.

E. Principal components

Extending the comparison to [7], [11], [8] we see the sim-
ilarity in structure with results on even more representations,
for many different types of representations. By analogy with
those previous studies, we thus test the hypothesis that the
principal components in the embedded clusters correspond
to cooperativity (probability of cooperating minus that of
defecting) and responsiveness (the correlation between your
move and your opponent’s last move). We further make the
hypothesis that the third component corresponds to initialism
(difference in cooperativity in the first move vs. later moves).

We have a quantitative test available: we can measure the
Pearson linear correlation coefficient between the colours of
the clusters and their position. For our predictors, we will use
linear combinations of the colours of the clusters as defined
in Section IV-B. For cooperativity, we use the function
Green−Red (bounded between -1 and 1), for responsiveness
the predictor Blue − Black. To predict initialism, we will
separate out the normal states vs. the initial move-state, de-
weight them and subtract.

The Pearson correlation, which is bounded in [−1, 1],
between the first principal component of the strategy clusters
and Green−Red is 0.996983 for the 4-state and 0.999028
for the 8-state. The initialism predictor has a correlation
with the second principal component measuring 0.989327 for
the 4-state and 0.987070 for the 8-state strategies. Finally,
the third component correlates with the value Blue−Black
to 0.945890 and 0.902851 for the 4- and 8-state strategies
respectively.

Recall that a correlation of 1 indicates a perfect linear
relationship, and thus these values are incredibly high. That
is, we can successfully predict the positions of each strategy
in both these representations, up to the top three and hence
most important dimensions, with near-perfect accuracy.
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V. DISCUSSION AND CONCLUSION

We have taken a huge sample of size 65,536 from two
separate representations of game-playing strategies, the prob-
abilistic 4- and 8-state finite transducers, and compared
their structure under the distance imposed by the fingerprint.
The results from hierarchical clustering show that there are
some isolated strategies in the space. By improvements in
implementation, we have embedded a full 16,384 strategy
clusters into Euclidean space and showed that both these
spaces are essentially three-dimensional in nature.

Not only do the spaces exhibit a high degree of symmetry
across the three principal component axes, but by using the
colouring scheme developed in [8], which is based on the
weighted fraction of time a strategy plays as each of the
1-state strategies for a single move, when playing against
a uniformly random opponent, we can see smooth colour
gradients in the scatterplots of Figures 6 and 7.

In fact, these colours can quantitatively predict the spatial
coordinates of these clusters, bypassing the immense work
required to compute all these distance matrices and use
dimensionality reduction. That means we have successfully
quantified the three principal coordinates of these strategy
spaces: the first one is average probability of cooperation
minus defection, the second is the signed difference in
cooperativity between the first and later moves, and the third
is the correlation between your move and your opponent’s
last move.

Note that the ordering of the components is different
from some of the previous results, reflecting their changing
relative importance, but the interpretations of each individual
component is spectacularly consistent across many different
representations, from deterministic finite transducers [8], to
lookup tables [11], to the probabilistic transducers here.

Given that there seems to be a complete uniformity in what
the important dimensions discriminate between strategies, we
may hazard the hypothesis that these hold no matter what
the representation is; that is, these are the top dimensions
in the space of all possible game-playing strategies. In-depth
theoretical investigation is required to confirm this finding; if
this line of work succeeds, we would be able to calculate as
well as interpret the difference between completely arbitrary
strategies by using the three predictors used here.

We have also confirmed the existence of a specific pair
of strategies whose fingerprint distance is zero, even though
their behaviour is not identical: they are Random and periodic
(CDDC), starting at a random position. This is now an
important theoretical result as we may exclude hypothetical
explanations for lower principal components in these strategy
spaces (if any exist) based on the fact that the aforementioned
strategies cannot be separated at all.

A final direction for future work is replicating the analysis
for different choices of α, which was not done here due
to computational constraints. We note that since the colours
(which form the predictors) directly use the value of α in a
natural way, we can expect the results to still hold.
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