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Abstract—Capture the flag (CTF) is a popular game mode
for many blockbuster games. Agents in these games struggle
against the players who learn to adapt to their strategies leading
to the players dissatisfaction. We present our work on using
Reinforcement Learning (RL) algorithms to learn a controller of
a commander in the AI Sandbox platform, a flexible simulation
environment which allows users across the world to participate
in a variety of challenges and competitive games. As a result
of building an RL controller for a commander we found that
performance varies significantly across opponents, maps and team
sizes, where the RL controller shows adequate performance in a
subset of the games played and struggles in others.

I. INTRODUCTION

There are many scenarios in life where multiple solutions
exist for the problem at hand. Such as travelling to a given
location or securing some military objective. A number of
decisions may be preferable to others but it’s not until one
commits to their choice and experiences the result, that a
distinction can be made. It is often through experience that one
learns to make those decisions which result in the best possible
outcome. An agent which is capable of learning given its
interaction with a non-deterministic environment holds much
promise in AI.

Historically, Reinforcement Learning(RL) has been suc-
cessful in creating intelligent agents for a variety of games. In
the game of Backgammon, RL shows vast improvements when
compared to previous efforts using supervised learning [1].
Similar success has been witnessed in Go, a game which has
a vast number of states and possible moves [2]. However the
success of RL is not limited to board games. Non player char-
acter companion agents have shown more human behaviour
based on their relationship with the player character, leading
to a more believable and immersive experience [3]. However,
in these scenarios the environment is typically deterministic,
with the agent having full information on any environmental
hazards such as the location of the ghosts in Ms Pacman [4].
With RL being relevant to many game scenarios, we attempt
to study its applicability to CTF, a game where the location of
the enemy is often unknown.

The applicability of RL to CTF has previously been
investigated [5]. However this approach differs significantly
from the one we propose here. In their implementation, the
members of a team are agents which independently learn their
own policy. Instead, we have an overarching commander which

instructs the team 1 to perform certain actions. In this respect
our agent is concerned with controlling a team rather than
attempting to co-operate with other agents in order to achieve a
unifying goal. We attempt to integrate Reinforcement Learning
algorithms with the AISandbox [6], a toolkit which provides a
CTF simulation environment, to create an adaptive agent which
can perform well across an array of varying environments and
opponents.

An agent performing online learning would provide in-
creased playability in games where the player base mostly
exploits the patterns of agents with scripted behaviours, requir-
ing the player to adapt as well. There is further applicability
outside the realm of games in military simulation, where an
agent could be used to realise the best strategy to utilize in a
real life scenario. We explore whether:

• Reinforcement Learning can be used to effectively
learn an optimal strategy against arbitrary opponents
in a non-deterministic environment;

• A significant variance exists in the agents performance
dependent on parameters such as map and team size.

In doing so we demonstrate how one can construct an
agent which can successfully learn in an environment where its
actions are not the sole cause and effect. Such a solution holds
much promise in applying Reinforcement Learning to real life
scenarios where any number of agents may be interacting with
the environment.

In the remainder of this paper we look at the background
of the project, providing a brief overview of reinforcement
learning and the problem domain. Next we highlight our
model, including the algorithms and data structures used.
We discuss the process in which we simulated CTF games,
presenting the experiments undertaken and their setup. We
provide the final results and discuss their meaning. Finally
we analyze our observations, suggesting areas which can be
improved upon in future ventures.

II. BACKGROUND AND RELATED WORK

In this section of the paper, we provide an overview of
CTF and the general gameplay. We discuss the difficulties
and challenges present when creating an agent which exhibits
intelligence in CTF. We also present a summary of the Re-
inforcement Learning algorithms and theory relevant to the
work.

1We refer to members of the team as bots.
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A. CTF Problem Domain

Capture The Flag (CTF) is a popular game mode for many
blockbuster games, where two teams have one or more flags
each in their base. A capture occurs when a member of one
team picks up the flag of the opposite team and returns it to
the respective flag score location. In doing so, a point is scored
and the flag is returned to the enemy. At the end of the game,
the team with the highest score is the victor. Agents in these
games often perform poorly against the players, who learn to
adapt to the scripted strategies of the agent, leading to the
players dissatisfaction.

There are many difficulties associated with creating agents
which exhibit good play in the AI Sandbox CTF. First and
foremost, a controller for a team of bots does not have access
to the whole environment, but only to the portion of it that is
directly in each bots’ view cone. This means that we are faced
with a partially observable problem domain. Moreover, there
are several sources of non-determinism within the environment
namely the number of bots, which is not known until a game
starts, as well as the map topology or the style of play of the
opposing controller. Besides, bots’ actions are noisy since we
are not exactly guaranteed on how, or if at all, each bot is
going to carry out the action imparted by the controller.

All of these issues clearly highlight a phenomenal chal-
lenge, in light of which all results presented in this paper
should be seen. As a matter of comparison, a complex game
like Go has only recently witnessed leaps in performance
due to the application of MCTS (Monte Carlo Tree Search)
[7] techniques. However, we should emphasise how Go is
a game with deterministic dynamics and a fully observable
game environment, while CTF is in fact non-deterministic in a
partially-observable environment. Nevertheless, RL is a natural
choice when contemplating an adaptive agent which can learn
to perform optimally in its environment, modelled as an MDP
(Markov Decision Process). Although the problem at hand is
indeed a POMDP (Partially Observable MDP), we decided to
approximate the model and firstly assess whether RL could be
seen as a sensible approach to learn playing CTF.

A clear benefit of such an approach is that we can provide
a general strategy to playing the game without the need to
script and handcraft solutions that could potentially only work
under specific settings e.g., against a specific opponent or in a
specific map.

B. Reinforcement Learning

Reinforcement Learning is an active area of Machine
Learning whereby an agent attempts to maximise the reward it
receives from taking some arbitrary action in its environment.
The learning agent is not told which action to take, but rather
learns over a period of simulations the one which is of a higher
value as indicated by the reward signal. An RL agent must have
some notion of its current state in respect to its environment
in order to learn from past experience in that state.

Beyond the agent and the environment, we can identify
four main subelements of an RL system:

• A policy, which defines the behaviour of the learner
at a given time, it is a mapping from perceived states

of the environment to actions to be taken when being
in those states.

• A reward function, which defines the goal, it maps
each perceived state (or state - action pair) of the
environment to a single reward number .

• A value function, which defines the total amount of
reward an agent can expect to accumulate over the
future, starting from the current state.

• A model of the environment, usually a Markov Deci-
sion Process, which is defined by a set of states S, a set
of actions A, the expected reward after the transition
between states, and the transition probabilities given
any state-action pair.

When a continuous-time decision problem is treated as a
discrete-time system it is known as a Semi-Markov Decision
Process (SMDP). In an SMDP, instead of selecting actions,
the agent chooses from a set of options. An option can consist
of a sequence of actions. The reward for performing an option
in the previous state does not need to be received in the next
immediate time step, but rather when the option terminates
its execution, which can be in any future time step. This is
critical for our work as the actions taken by our controller
do not execute immediately. Instead, the commander instructs
team members to perform an action and must wait for them
to carry it out. The formal definition of an SMDP consists of
a set of states S, a set of options O, the expected reward ros
(1) and transition probabilities poss′ (2).

ros = E
{
rt+1 + γrt+2 + ...+ γk−1rt+k|E(o, s, t)

}
(1)

poss′ =

∞∑
k=1

p(s′, k)γk (2)

where E(o, s, t) denotes the event of o being initiated in state
s at time t, t+ k the random time at which o terminates and
k the number of steps after taking option o in state s [8].

In an environment modelled as a SMDP we employ the
adapted Q-Learning algorithm [8] as shown in (3).

Q(s, o)← Q(s, o) + α[r + γk max
o′∈Os′

Q(s′, o′)−Q(s, o)]

(3)

We extend this algorithm with eligibility traces [9]. An
eligibility trace is a temporary record of an event which has
occurred denoted et(s, a). It marks that the event in question
is eligible for learning. At each time step the trace may decay
by γλ, resulting in less credit or blame being assigned for
the option selection when the agent is learning. In the case of
Watkins Q(λ) [9], the trace is set to 0 if an exploratory action
is taken. The trace corresponding to the current state action
pair is incremented by 1, as shown in (4).

et(s, a) =



1 + γλet−1(s, a) if s = st, a = at,
Qt−1(st, at) =
maxaQt−1(st, a)

γλet−1(s, a) if Qt−1(st, at) =
maxaQt−1(st, a)

0 otherwise

(4)



In a game of CTF it is not enough to simply pickup the enemies
flag. One must return it to the capture zone in order to score a
point. It is the conjunction of these two options which results
in a sub goal being achieved and thus both state-option pairs
need to be rewarded. Therefore, an agent can be expected to
link together a sequence of options in order to maximise its
cumulative reward.

The application of RL has been explored in similar types
of games. Bowling et. al. introduced the Win or Learn Fast
(WoLF) principle on multi-agent learning algorithms [10]. This
principle means to increase the learning rate when the agent
is losing and to decrease it when winning. Based on this
principle, [11] combines RL with Evolutionary Algorithms
to address one-on-one melee games. The work in [12] also
approaches a team-based game with hybrid RL algorithms.
Here, every bot uses information received from other bots to
make a decision as an individual.

Although the work in [10], and [12] is related to ours, their
approach treats every member of the team as a single agent,
having multiple agents cooperating to achieve the goal. In our
approach, we have only one agent (the RLCommander) that
controls all the members of the team, and the policy developed
is only one.

RETALIATE [13] is an application of RL on First Person
Shooter games, the team here is treated as a single agent and
the results show that this agent is able to quickly adapt to
changing environments by having non-discounted rewards.

III. APPLYING REINFORCEMENT
LEARNING TO CAPTURE THE FLAG

In this section we illustrate the process we took in setting
up our experimental model. We discuss the state representation,
reward and options which can be taken by the commander.
Finally, we conclude by describing the algorithms used and
the process by which an individual simulation is run.

A. State Representation

We model our state as a list of boolean values correspond-
ing to the properties of the agents environment. A number of
properties are similar across all of the RLCommanders bots.
However, certain properties may be true for one bot yet false
for another. For example, bot1 may have vision on an enemy
whilst bot2 may not. With a total of forty four state properties,
we have 22 which are equivalent amongst all bots and 22 which
may differ on the same time step dependent on the current bot
which the RLCommander is considering. At each time step the
RLCommander considers each bot individually, and according
to the values witnessed by the current state, it will perform the
appropriate option.

A subset of these properties are directly taken from the
AISandbox API itself or can be determined easily given the
provided variables. Some of the properties include whether any
of the bots are carrying a flag, a respawn event is approaching,
a flag respawn event is approaching or who is currently
winning. Additionally, there exists properties to determine
whether there are allies nearby, an enemy which is within
firing distance or whether the controller has more bots alive
than the enemy. Due to the large number of state variables

Command Description
Attack The bot moves to location x cautiously and will engage in combat

along the way if it encounters an enemy in its line of sight. Less of a
delay when firing compared to ‘Charge.

Charge Similar to the ‘Attack’ command however it exchanges caution for
speed to move throughout the map at haste. Highest firing delay.

Move Moves to location x at top speed and will not engage in combat.
Defend Defends the current position. Lowest firing delay with a smaller cone

of view to that of the other commands.

TABLE I: The four AISandbox commands.

Option Description
Flank Take the longer distance to the enemy flag in order to

avoid unnecessary engagements.
Greedy Path Take the greedy path to the enemy flag using the charge

command to sacrifice firing speed for movement speed.
Greedy Path Cautious Take the greedy path using the attack command to

sacrifice speed for firing speed.
Defend Defend the RLCommanders flag.
Attack Team Flag Head to the teams own flag.
Intercept Go to the enemy flag score location in an attempt to

prevent them from scoring.
Run Home Greedy Take the greedy path to the team flag score location.
Run Home Cautious Take a safer path home, attempting to avoid enemy

engagements.
Ambush Sit and wait for an enemy bot to come by and be

ambushed.

TABLE II: RLCommanders available options.

we do not list them all. However, they are similar in style to
the ones mentioned above and questions a human player of a
Real-Time Strategy (RTS) game would ask.

In our representation their exists properties which need
some unit of measurement for distance. Take for example
the property closeToFlag. By watching visual simulations we
were able to give some arbitrary number which we define as
‘close’. We use this to determine whether a bot was close by
performing vector subtraction as a bots location is represented
by a two dimensional vector. We take this approach rather
than having an interval with multiple distance thresholds as
our state space is already significantly large and these extra
distance values would have increased it further.

As we were running simulations on a variety of maps it
was important that the properties be general and not apply to
specific maps. Thus properties related to the topology of the
map were neglected.

B. Commander Options

The AISandbox has four commands which a commander
can issue to its bots in order for them to perform some action
in the environment. Table I lists these commands and provides
a brief explanation of their purpose. In our implementation,
we extend upon these four commands to provide the RLCom-
mander with multiple options to select from as can be seen in
table II.

We believe this initial set of options gives the RLComman-
der enough flexibility to link together options in order to play a
game of capture the flag adequately. However, we acknowledge
that more sophisticated options could be created in the future
in order to counter a wider variety of strategies.



State Description Value
Captured Flag Returned an enemy flag to a flag score location

depot.
40

Returning Flag Close Has flag, distance to flag score location decreas-
ing and is nearly there.

2

Returning Flag Has flag and distance to flag score location
decreasing.

-1

Not Returning Flag Has flag but is not getting closer to flag score
location.

-3

Picked Up Flag Picked up the enemy flag. 15
Killed Enemy Killed one of the enemy’s bots. 10
Died Was killed by an enemy bot. -5
Enemy Captured Flag Enemy commander scored a flag capture. -20
Enemy Picked Up
Flag

Enemy commanders bot picked up the agents
flag.

-10

Defending In Spawn Commander has a bot sitting in spawn defend-
ing.

-7

Defending Flag The bot is defending the flag. -2
Not Holding Flag No bot on the team is holding the flag. -4
Not Holding Flag,
Getting Closer

No bot on the team is holding the flag but there
exists a bot whose distance to it is decreasing

-1

Default If commander state does not meet any of the
above, penalize.

-3

TABLE III: Reward function table.

C. Rewards

Table III shows the reward function for our controller. As
with any RL problem, defining a reward function can be quite
a complex task as it relies on us correctly rewarding the agent
in order to get the behaviour we desire. The rewards we give
our agent are for what we perceive as good and bad states. For
example, one can assume that killing an enemy on the other
team is good and would help the agent achieve its goal.

Here we also discuss the inclusion of the distance to the
flag and flag destination in the reward function. If the controller
does not have a bot which is getting closer to flag it receives
a reward of -4. Otherwise, if it has a bot which is getting
closer it receives -1. Therefore, by giving the agent a constant
negative reward we were able to push it to head towards the
flag, where it receives a significant positive reward for picking
it up. Similarly, the agent is given a negative reward whilst in
possession of the flag to encourage it to return it in order to
score a point. These rewards can be seen in table III.

D. Integrating RL Algorithms

During the initial test phase, we ran simulations to see
how the commander behaved. We began by modelling our
problem as a Markov Decision Process (MDP), but due to
the AISandbox executing its commands over a number of
time steps, we switched to an SMDP model. Furthermore,
we watched the graphical output of the simulation to visually
see what options the commander was issuing. We noticed
the lack of ability in linking together the two options of
picking up the enemy flag and returning it to ones own base.
Accordingly, we shaped the reward function to give the agent
a higher reward if a bots distance to the flag was decreasing
and a lower reward if not. If that bot had the flag we would
similarly test if the distance to the flag score location was
decreasing. From this, we noted the RLCommander was able
to return flags once picked up. We thus implemented eligibility
traces following Watkins Q(λ) algorithm. Eligibility traces
were a natural choice due to the many subgoals of capture
the flag (defending, minimizing opponents by killing enemy
bots, getting the flag, returning safely, intercepting enemy flag

Greedy Sends every bot on the team to the enemy flag in an attempt to
overwhelm any defensive strategy and secure the flag.

Defender One bot attempts to capture the flag whilst the others defend their
own.

Random Every bot is sent to some arbitrary position on the map or some
arbitrary position within distance of either flag/goal. Visually, this
results in a team of bots which patrol the map hunting down the
enemy bots.

Balanced The balanced commander is best pictured as a combination of the
above commanders. It assigns one bot to attack, one to defend and the
remaining randomly search for enemies.

TABLE IV: Default Commanders.

captures) which must be achieved in order to have the highest
score at the end of the game.

IV. EXPERIMENTAL SETUP

In this section we introduce the reader to the four opposing
commanders which we use as our baseline in testing and
the strategies which they implement. We discuss how we
set up tests which gathered the average performance of the
RLCommander and the impact of team size and map topology
on that performance.

A. Opponents

A number of example commanders are provided along with
the sandbox which we use for our baseline. The four baseline
commanders and their strategies are as listed in table IV.

It is important not to confuse the name of these comman-
ders with common language used in Reinforcement Learning.
For example, the random commander does not take arbitrary
actions and the greedy commander does not select the best
possible action in its current state. They are scripted and the
only commander which utilizes Reinforcement Learning is our
own.

B. Variables

We used an approach similar to that in [5], modifying
the value of ε from 1 to 0 over the number of iterations in
the training phase to make the agent explore more at the
beginning by trying random options, and less as it acquires
more experience. This way, we ensure that the agent makes
use of the developed policy and improves it. For the testing
phase, the value of ε is 0 to prevent it from trying random
options. As for the other RL variables, we use a value of 0.7
for α, so 70 percent of the current information is learned from
the last step. γ has a value of 0.9 to make the agent look for
a long term reward.

C. Average Performance

Each simulation consisted of 40 games on each of the
maps against the given commander learning from scratch.
Each game is given 5 minutes which equates to 200 minutes
per commander in each map. At the end of a simulation the
learned policy was discarded. Therefore the RLCommander
learned a unique policy for each of the baseline commanders
on the given map. We selected 11 of the available maps
with varying topologies and characteristics to see how well
the RLCommander learns to play CTF on differing maps.



Furthermore it allows us to make a reasonable hypothesis to
which areas the RLCommander struggles in and why.

D. Map Topology

Map 54 (see figure 2) which showed the best overall
performance against the baseline commanders has a signif-
icantly different topology to that of the other maps. Where
the other maps have large open areas to cross in order to
reach the enemy flag, map 54 is similar to a narrow corridor
with interconnecting rooms. To explore how the layout of
a map impacted on the RLCommanders performance, we
generated multiple copies of map 54 with slight alterations to
the structure. The AISandbox can easily generate maps if given
a .png file with dimensions 88x50 such as figure 2. The dark
areas are made into boxes which the commanders bots cannot
traverse through nor see over. Grey shades result in smaller
boxes which may block the bots but not their line of sight.
The white areas are simply left open. Parameters such as spawn
areas, flag score locations, respawn timers, team sizes and more
can be given via the .ini configuration file. In our tests on map
topology we made no changes to this configuration file. Our
efforts focused solely on the layout of the room and obstacles
that could be encountered.

E. Team Size

As discussed in the section above, the configuration file
includes the number of bots to be allocated to each commander.
To see how the number of bots impacted on the results, we
selected 3 maps corresponding to the best, worst and average
performance witnessed. On each of these maps we ran a
simulation consisting of 40 games against each commander
for the default team size denoted n, the size n− n/2 and the
size n + n/2. The learning process consists of one map, one
commander and one team size. At the end of this process, the
learned policy is discarded and we move to the next iterative
step, whether that be the commander, team size or map.

V. EXPERIMENTS

In this section we discuss the experiments performed and
the significance of the gathered results. We contrast the per-
formance of the RLCommander against each opposing com-
mander, offering reasoning to the variation witnessed between
them. We continue by discussing the role of map topology
and the number of bots allocated to each commander, showing
how they effect the results. Obviously, these results need to be
analysed in the context of the complexity of the problem at
hand, as highlighted in Section II-A.

A. Training

We can observe from figure 1 that the commander does not
always have a good policy after the training phase. In figure
1a, the frequency of losses clearly decreases as the agent plays
more games, giving better results in the testing phase (after
iteration 30). On the other hand, figure 1b does not show this
pattern even when the agent was playing against the same
enemy. As we will discuss later, the topology of the map plays
a key role in this lack of consistency.

Map Wins Draws Losses F. Captured F. Conceded
map01 10% 10% 80% 23.33% 76.67%
map03 0% 10% 90% 0.00% 100.00%
map05 0% 60% 40% 0.00% 100.00%
map15 10% 50% 40% 14.29% 85.71%
map20 0% 20% 80% 0.00% 100.00%
map21 10% 10% 80% 22.22% 77.78%
map30 0% 20% 80% 25.53% 74.47%
map31 10% 30% 60% 15.38% 84.62%
map50 10% 40% 50% 25.00% 75.00%
map52 10% 0% 90% 9.52% 90.48%
map54 30% 50% 20% 55.56% 44.44%

TABLE V: RLCommander vs Balanced.

Map Wins Draws Losses F. Captured F. Conceded
map01 10% 80% 10% 50.00% 50.00%
map03 0% 30% 70% 0.00% 100.00%
map05 20% 70% 10% 60.00% 40.00%
map15 10% 60% 30% 20.00% 80.00%
map20 0% 60% 40% 11.11% 88.89%
map21 30% 60% 10% 80.00% 20.00%
map30 0% 0% 100% 1.79% 98.21%
map31 0% 60% 40% 0.00% 100.00%
map50 0% 10% 90% 11.90% 88.10%
map52 10% 20% 70% 5.36% 94.64%
map54 10% 90% 0% 100.00% 0.00%

TABLE VI: RLCommander vs Defender.

B. Performance

Tables V, VI, VII and VIII show the performance of
the RLCommander after the training phase on a subset of
available maps against each of the example commanders2. As
is evident, there is a high variance in the wins, draws and losses
exhibited by the RLCommander on different maps and with
different opponents. Obviously differing maps exhibit different
environmental properties and each opponent utilizes a unique
playstyle. From our results we confirm that the RLCommander
performs its best against the defender commander and its
worst against the greedy commander. The ratio of wins,
draws and losses are comparable between the balanced and
random commanders. These results further indicate that the
RLCommander is yet to be truly competitive due to the small
number of wins compared to that of the draws and losses.
One may be surprised with the results observed against the
greedy commander. However, we note that the winner of
the first AISandbox CTF competition chose to reject defence
in their commanders implementation. Additionally, aggressive
behaviour may be a better strategy in CTF as it promotes the
main goal of capturing the oppositions flag.

We can see how large the difference in flag captures is
between the RLCommander and its opponents. This strongly
indicates that the RLCommanders bots fail to get to the flag
or in the case that they do, they get intercepted by the enemy
before returning it to the flag score location. Here we see
how poorly the RLCommander performed against the Greedy
commander As these results indicate, the RLCommander is
able to learn a policy which performs adequately against the

2Maps exist in the AISandbox which have a similar topology and therefore
performance is comparable. Thus we removed maps which were very similar.



(a) map54 (b) map01

Fig. 1: Record of Wins, Draws and Losses over 40 iterations against Balanced commander

Map Wins Draws Losses F. Captured F. Conceded
map01 0% 0% 100% 31.15% 68.85%
map03 0% 0% 100% 6.19% 93.81%
map05 10% 20% 70% 22.22% 77.78%
map15 10% 10% 80% 10.00% 90.00%
map20 0% 0% 100% 11.86% 88.14%
map21 0% 0% 100% 1.79% 98.21%
map30 0% 0% 100% 1.85% 98.15%
map31 0% 0% 100% 10.20% 89.80%
map50 0% 0% 100% 5.77% 94.23%
map52 10% 20% 70% 5.36% 94.64%
map54 0% 0% 100% 5.26% 94.74%

TABLE VII: RLCommander vs Greedy.

Map Wins Draws Losses F. Captured F. Conceded
map01 20% 20% 60% 35.00% 65.00%
map03 10% 40% 50% 21.43% 78.57%
map05 10% 60% 30% 37.50% 62.50%
map15 0% 90% 10% 33.33% 66.67%
map20 20% 20% 60% 28.00% 72.00%
map21 10% 30% 60% 25.00% 75.00%
map30 0% 20% 80% 16.67% 83.33%
map31 0% 30% 70% 19.05% 80.95%
map50 10% 40% 50% 22.22% 77.78%
map52 0% 0% 100% 2.00% 98.00%
map54 0% 60% 40% 16.67% 83.33%

TABLE VIII: RLCommander vs Random.

defender, balanced and random commander, but is unable to
do so against the greedy commander.

We provide a summary of the overall average results
across all maps in tables IX and X. As indicated by the
standard deviation, there is much higher variability in the
results observed against the Defender, Balanced and Random
commanders compared to the Greedy commander. Perhaps

Mean Wins Draws Losses Captured Conceded
Balanced 0.91 2.73 6.36 3.36 16.00
Defender 1.27 4.45 4.27 2.64 15.91
Greedy 0.27 0.45 9.27 5.27 46.91
Random 0.73 3.73 5.55 3.45 18.91

TABLE IX: Average performance across all maps.

Std Dev Wins Draws Losses Captured Conceded
Balanced 0.94 2.00 2.34 3.61 11.48
Defender 1.85 2.81 3.50 2.94 21.46
Greedy 0.47 0.82 1.27 5.48 24.72
Random 0.79 2.49 2.42 2.07 26.87

TABLE X: Standard deviation across all maps.

these strategies are more reliant on certain map configurations.
A possible reason as to why there is less variability and
we observe weak play against the greedy commander is that
its strategy may be near optimal in the CTF environment.
Contrary to this, we may be missing important details in our
SMDP model making it impractical for RL to learn an optimal
policy against this opponent. This fact may be supported by
the results observed in section V-C.

Finally, we provide a comparison of the default comman-
ders performance against one another across 11 maps. Each
commander played against its opponent for 30 games per map,
for a total of 330 games against them. The results can be seen
in table XI. These results confirm the proficiency of the greedy
commander, as this is the one with most games won.

C. Map Topology

Maps 91 and 95 are modifications of the topology of map
54, where we observed better performance with the RLCom-
mander compared to the rest of the maps. These alterations
resulted in varied performance from the RLCommander and



Matchup Wins Draws Losses F.Captured F.Conceded
Greedy vs Defender 51% 19% 30% 57% 43%
Greedy vs Balanced 56% 16% 28% 60% 40%
Greedy vs Random 79% 12% 9% 78% 22%
Random vs Balanced 19% 36% 45% 31% 69%
Random vs Defender 14% 60% 26% 31% 69%
Defender vs Balanced 17% 68% 15% 55% 45%

TABLE XI: Performance of the default commanders. For
each row entry, the results are in the perspective of the first
commander listed.

Fig. 2: Original Map54

that of its opposition. The first alteration of the map, as
can be seen in figure 3, removed obstacles which provided
the commanders bots cover from enemy line of sight. This
decreased performance, prompting further alterations. However
it indicated, as expected, that cover reduced the number of
combat engagements. Thus the RLCommanders bots were able
to previously traverse through the map with an added level of
safety.

Additional paths were created in the map to allow easy
access to other rooms and have a greedy path which meets in
the center of the map. This can be seen in figure 4. In this case
we observed improved results against the greedy and defender
commanders, which send their bots to specific areas of the
map, allowing the RL bots to use different paths to theirs.
Figure 5 summarizes the results.

For the original version of the map against the defender
commander, there was a 10% win percentage, with the first
alteration this decreased, but with the second alteration this
became 60%. Therefore, by changing minute details of the map
we improve on the original win rate by 50% when playing
against this commander. We reiterate that this increase was
only witnessed against the defender commander. Once again,
this indicates the complexity of having an agent which can

Fig. 3: Map95, removed obstacles in rooms.

Fig. 4: Map91, additional paths. The RLCommander positions
the majority of its bots around the flag, blocking the one
entrance.

Fig. 5: Percentage of wins/draws/losses of the RLCommander
on the original map54 and with each alteration.

adapt to multiple play styles and maps. Interestingly, during
simulation of the final altered map, we recorded defensive
behaviour from the RLCommander which can be seen in figure
4.

D. Team Size

Tweaking the number of bots on each commanders team
resulted in a significant variance in performance. We saw a
substantial amount of variance between a commander with
a smaller team to that with a larger team. With the smaller
team size we recorded the greatest number of wins against the
greedy commander we have had to date. There is a trend that
with a greater number of bots the RLCommander loses less
games, but doesn’t win as many as before overall. This may
be due to some strategies of the baseline commanders being
more effective with a larger or smaller team size. Furthermore,
the results indicated that external parameters impact on the
RLCommanders performance apart from those used in the
learning algorithms we present.

VI. DISCUSSION AND FUTURE WORK

We want to attempt to provide explanations for the great
variance in performance as well as its absolute value too, by
also putting that into the context of existing state of the art
research.

First and foremost, the problem we set out to tackle cer-
tainly differs from standard grid-world or navigation problems
found in RL and robotics literature [9]. This is because, quite



obviously, such papers use a unique map with manually crafted
features that certainly plays a big role in boosting performance
of the learned controller. This agrees with results found in
building an automated controller to play the complex and
highly non-deterministic strategic game The Settlers of Catan
3.

Both work by [14], as well as work by [15] and [16]
using MCTS techniques, point to the necessity of exploiting
sophisticated domain-specific knowledge and strategies. It is
therefore unsurprising that trying to win against a wide variety
of controllers or maps cannot rely on the same very specific,
manually hand-crafted features that could boost performance.
However, our endeavour was aimed at seeing how much could
a generalist approach be pushed and, in this light, we believe
that the current results are not disappointing.

Possible future work is to try different ways to train and
test this agent by modifying variables such as the learning
rate (applying the WoLF principle [10]) or the reward discount
value [13], since these strategies provided good results in re-
lated, although not similar problems. Another way to evaluate
is not only developing a policy for a specific map and enemy,
but rather train in a single map and see if the agent adapts
to different enemy strategies in that single map. Or develop a
general policy learning from any map and enemy presented in
random order.

It is also worth mentioning that in a game that is so
highly non-deterministic and strategically complex as CTF in
the AI Sandbox, it may not be worthwhile to try and learn a
whole policy as done via RL. In fact, MCTS techniques may
provide a better solution due to their ability to asymmetrically
sample a game tree, trading off exploration of untried moves
with exploitation of currently profitable ones [7]. However, we
should also consider how non-deterministic games have only
been preliminarily explored in MCTS work [7], as most of the
efforts have so far been concentrated on the formidable chal-
lenge posed by the game of Go 4, which is fully deterministic
and observable.

We believe there holds promise in Monte Carlo Tree Search
methods as has been seen in the game of Go. Additionally by
applying opponent modelling one can begin to determinize the
environment and make estimates of the opponents next move
as seen in [17].

VII. CONCLUSION

In this paper we presented the work we have done to
date on applying RL to CTF to create a controller which is
able to learn effectively against a variety of enemy controllers
on differing maps. We showed that the effectiveness of the
policy learned by the agent was dependent on the opposing
controller. While the agent was able to perform adequately
against a number of controllers, it struggled against the Greedy
commander. By investigating topology of a map in which we
witnessed the best average performance among all controllers
we were able to determine those elements which contributed
to the improved play by the RLCommander. We also note

3Game rules for The Settlers of Catan can be found at
http://www.catan.com/service/game-rules

4An introduction to GO can be found at
http://senseis.xmp.net/?RulesOfGoIntroductory

how the change in topology can have significant effects which
require further investigation to fully grasp. Finally, we showed
how by simply changing the number of bots allocated to each
commander performance varies dramatically. This indicates, as
with topology, that external parameters come into play which
impact on how well the agent learns to oppose the enemy
controllers. We aim to pursue further work in this domain in
the future.
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winning policies in first-person shooter games,” Proceedings of the 19th
national conference on Innovative applications of artificial intelligence,
vol. 2, pp. 1801–1806, 2007.

[14] M. Pfeiffer, “Reinforcement learning of strategies for settlers of catan,”
in Proceedings of the International Conference on Computer Games:
Artificial Intelligence, Design and Education, Reading, UK, 2004, pp.
384–388.

[15] I. Szita, G. Chaslot, and P. Spronck, “Monte-carlo tree search in settlers
of catan,” in Advances in Computer Games. Springer, 2010, pp. 21–32.

[16] G. Roelofs, “Monte carlo tree search in a modern
board game framework.” [Online]. Available: https://project.dke.
maastrichtuniversity.nl/games/files/bsc/Roelofs Bsc-paper.pdf

[17] M. J. V. Ponsen, G. Gerritsen, and G. Chaslot, “Integrating opponent
models with monte-carlo tree search in poker,” in Interactive Decision
Theory and Game Theory, ser. AAAI Workshops, vol. WS-10-03.
AAAI, 2010.


