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Abstract—One of the critical problems in adversarial and
imperfect information domains is modeling an opponent’s state
from the information available to the acting agent. In the domain
of real time strategy games, this information consists of the
portion of the map and enemy units visible to the agent at any
given point in the match. From this, we wish to infer the true
values of the opponent’s state, to inform both current actions
and planning ahead. We present a graphical model for opponent
modeling in StarCraft: Brood War that uses observed quantities
to infer distributions for unseen features. We train and test this
model using replays of professional play, and show that our results
improve upon prior work. In addition, we present a new metric
for measuring aggregate performance of a model within this
domain. Finally, we consider possible use cases and extensions
for this model.

I. INTRODUCTION

The real time strategy (RTS) genre is a popular group of
games that models warfare through a combination of economic
and military management. Recently, RTS games have become
a popular domain for Artificial Intelligence (AI) research, due
to the large number of challenges that they pose to autonomous
agents. An agent must be able to work at multiple levels
of abstraction, from high level resource distribution to low
level management of individual units. Decisions must be made
in real time, and there is an intelligent adversary actively
opposing the agent. In addition to all of this, the agent has
access to imperfect information regarding the adversary at any
given time.
In a perfect information domain, the task of opponent modeling
entails attempting to learn how an opponent will behave in
any given state. This can be learned over time by observing
the actions taken in each time step and matching them to
the current state of the opponent. However, in a domain with
imperfect information, only a fraction of the opponent’s state
is known, if any. Thus the task of opponent modeling expands
to include predicting the current state of an opponent.
From a more broad perspective, having a realistic opponent
state model is important to both AI researchers and devel-
opers. Having an accurate prediction of an opponent’s state
is useful for many learning approaches, both for the greater
opponent modeling problem and others, such as learning from
demonstration. For developers, current AIs tend to either cheat
and use perfect information of the game, or employ a more
rule-based state machine that for the most part ignores the
opponent’s state. Both of these remove a dimension of strategy
for a human player that exists when playing another human,
and leave the AI feeling less believable. We discuss more

specific examples of the value of a realistic opponent model
in section V.
Research in opponent modeling in the RTS domain to this
point has mostly focused on high-level classification of an
opponent’s play style, ranging from classifying players as
aggressive or defensive to identifying opponents’ strategies
from a pre-defined set. These models are beneficial, but they
only address one of the many levels of abstraction present in
RTS games, while ignoring the moment-to-moment state of
the opponent. In addition, most work either does not factor in
the limited information available to a player during the game,
or approximates it with random dropouts. We address both of
these issues, providing a model that predicts an opponent’s
state at the granularity of individual unit counts at any given
point in a game, based only on the information that the player
has observed up to that point.

II. BACKGROUND

A. StarCraft: Brood War

StarCraft: Brood War (SC:BW) is a RTS game produced
by Blizzard Entertainment. It has been the focus of much
recent work in the AI community, and so our description will
remain high-level excepting the aspects pertinent to this work.
Gameplay in SC:BW can be summarized as follows: Players
begin by using workers to collect resources (minerals and
gas) from their main base. These resources may then be used
to expand the economy, by claiming more bases and training
more workers, or to improve the military, by constructing
training buildings and tech buildings. Military units may be
constructed at training buildings, and tech buildings unlock
the construction of more powerful units. These units are
then used around the map to battle the opponent’s units and
hamper their economy, until one player has been eliminated.
One of the relevant aspects of SC:BW (and RTS games in
general) that has contributed to its rise in popularity among
researchers is the fact that it is an imperfect information
domain. Units and buildings have individual fields of vision,
and the information available to a player is the union of the
fields of vision for the collection of their units and buildings.
The rest of the map is greyed out, and enemy units and
buildings in these regions are not visible to the player. This
greying-out is called “fog of war”. The act of observing
opponent units, whether through active searching or their
movement into your sight, is called scouting.
Another key motivator for the adoption of SC:BW as a
research domain, in comparison to other RTS games, is the
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Fig. 1. An example screenshot from SCBW. Shown are two Protoss Zealots
and one Dragoon, along with the Gateway they were trained from. To the
right, fog of war obscures the player’s view of a region.

existence of a professional league of human players, and
in general a very high level of human play available. This,
in conjunction with online databases that store thousands
of replays from these professional players, provides enough
reliable gameplay for data-driven approaches to be possible,
whether from labeled or unlabeled data. We use one such
database to train our model.

B. Markov random fields

Markov random fields (MRF) are a type of model that
represent dependencies between variables in a graphical for-
mat. Edges in the graph encode conditional probabilities, and
disconnected variables are conditionally indepent given all
other variables. Unlike Bayesian networks, edges in a MRF
are undirected, and cycles are allowed.
A frequent simplification is to consider the factorizable subset
of MRFs, which consists of the graphs whose probability table
can be expressed as a product of the probability tables of the
cliques of the graph. These clique probability tables are often
referred to as factor potentials. Mathematically, if φ represents
the clique potentials for a graph, a graph G is factorizable if
its probability can be expressed as:

P (X = x) =
∏

C∈cliq(G)

φC(xC)

Our approach will use a factorizable MRF, the construction of
which is explained in section III, and which Fig. 2 depicts.
Along with Bayesian networks, MRFs are one of the funda-
mental graphical models. As such, they have been well-studied,
and many algorithms exist for performing the common tasks
required of them (inference, most probable explanation, etc.).
More details regarding MRFs in general can be found in [1].

C. Related Work

In recent years, there has been a growing amount of
work concerning data-driven opponent modeling in the specific
domain of RTS games. Schadd et al [2] used a two-level
classifier, working in the free RTS game Spring. An opponent

was first identified as aggressive or defensive, followed by a
more refined strategy classification based on the initial result.
Weber and Mateas [3] were some of the first in SC:BW,
providing a dataset of building traces from professional games
that had been hand-labeled with the overarching strategy being
performed, and attempting to learn a classifier that could
identify a player’s long-term strategy based on their initial
buildings. Other works have taken this dataset and extended
the analysis. Cho et al. [4] performed the same task of high-
level strategy classification using an ensemble approach, and
tested it both with and without perfect information. Synnaeve
et al. [5] used the Weber data to create a Bayesian model
that predicted at a finer granularity what buildings would be
constructed next, and showed that it was robust in the presence
of noise, to simulate the loss of information to fog of war.
Unfortunately, this noise was injected randomly, and therefore
is not a true representation of the information available to the
player.

Many more strategy classifiers have been proposed and
evaluated. However, all of these works focus on predicting
an opponent’s high-level strategy from a fixed set of expert-
identified strategies, with the intention of choosing a “counter”
strategy. Dereszynski et al [6] use a Hidden Markov Model to
learn a state transition diagram in the early stages of a game,
where the observations that inform transitions correspond to
unit production amounts in a fixed interval. This is slightly
more flexible than the strategy classification approach, as it
allows for transitions between strategies if some information
leads an opponent to switch. However, their states do not
contain fine-grained information regarding the actual opponent
state, and they also use perfect information.

To our knowledge, the only work attempting a similar
task as ours is from Hostetler et. al [7]. They present a
dynamic Bayes net model with a state that includes individual
unit counts and observed information. It transitions between
states every 30 seconds according to the prior state and in-
game observations made in the current ‘epoch’. However,
their approach relies on a model for the amount of scouting
effort exerted, created by hand using domain knowledge,
which creates generalization problems. Additionally, the state
transition every 30 seconds does not allow for an agent to
ask “What do I think my opponent’s state is right now?”
Even so, they provide a basis for comparison to evaluate the
performance of our model.

III. MODEL

For our model, we propose the construction of a Markov
Random Field with nodes corresponding to both opponent state
features and scouted information. We learn the factor potentials
for our graph by observing professional replays. Then when
the task of predicting an opponent’s state is needed, we clamp
the values on those nodes associated with scouting informa-
tion to their current values, which are known, and perform
inference to attain a distribution for the nodes corresponding
to our opponent’s state variables. We then use the expected
value of the marginal distribution for each variable as our
prediction for that unit count. Inference in MRFs is a well-
studied task, and we use the open-source library libDAI [8]
for this task. In particular, we use an implementation provided
with the library that was one of the placing solvers in the



Fig. 2. The construction of our Markov Random Field, with cliques numbered as they are described in section III.B. The Gateway building is a prerequisite
for the Cybernetics Core, and is able to train both Zealot and Dragoon units.

UAI 2010 Approximate Inference Challenge. It combines a
number of algorithms, including Gibbs sampling, loopy belief
propagation, and junction trees.

A. Definitions

We define a gameState as the vector of unit counts U,
where Ui corresponds to the number of unit type i in existence,
in conjunction with time, the number of seconds since the
beginning of the game. Noticeably absent are the resource
banks of each player and unit locations. While these are both
state variables that are relevant to gameplay decisions, the
complication they add to the model is not justified by the gains
they give us for this prediction task.
We define a scoutState as two vectors S and T, where Si

and Ti correspond to the maximum scouted amount of enemy
unit i observed and the time since that scouting occurred.
More concretely, every second (our sampling rate for states)
we update Si if we can currently see more units of type i then
we had previously observed. Additionally, if we destroy a unit
of type i, we decrement Si. If we have reset Si this second,
we reset Ti to 0. Otherwise, we increment it. Conceptually, S
are lower bounds for the number of possible enemy units, and
T stores the time since we have updated that lower bound, or
the ‘freshness’ of the observation.
An implicit assumption made by this representation is that
enemy units are not destroyed outside of a player’s sight.
While it is possible for this to happen, the most common
example being canceled building construction, it is a very
rare occurrence. Hostetler et al. handle this by inserting a
small probability that a unit is destroyed out of vision, learned
for each unit. However it is more critical for their state
transition model than it is for ours, which makes its predictions
independently of past inferences.

Fig. 3. An example of the marginal probabilities for UDragoon, the count
of enemy dragoons, as the time since scouting increases (all else held equal).
In this case, 13 dragoons were scouted, and we show the marginals as the
time since that event increases.

B. Construction of MRF

Given these definitions, we construct a Markov random
field with nodes representing each variable in gameState and
scoutState, with the following factors:

1) {Ui, Si, Ti} for each unit type i
2) {Ui, Uj} if unit j requires the existence of unit i
3) {Ui, Uj , ... Uk} if training building i trains units

j, . . . k
4) {time, Ui} for all buildings i



The first set of factors encapsulates our scouting information,
learning the distribution for actual unit counts in relation to
the scouting information we acquire. Fig. 3 shows the effect
that this scouting information has on the actual predicted unit
counts. In the time immediately following a scout, the system
is fairly confident in the value for the actual unit count, with
some probability that the player did not see the entire army
extending upward. As time goes on without new scouting
information, the marginals widen and shift upwards, since
the player is unsure to what extent, if at all, the opponent is
continuing to train this unit.
The second set enforces tech restrictions, allowing us to infer
the existence of tech structures by the existence of the units
they unlock, for example. The third set enforces production
restrictions, in that the number of units that can be produced
out of a given training building is limited by the types of
other units that also must be produced there. The final set is
a result of the fact that professional players often deprioritize
the scouting of buildings as the game goes on. This is because
once all tech has been unlocked, they are uninterested in the
exact number of production buildings an opponent has, rather
playing under the assumption that the opponent has as many
as they need to spend their resources.
We have intentionally designed this construction such that it
is not specific to SC:BW, and should be applicable across the
RTS domain.

C. Training

With this construction, we learn values for the factor
potentials by observing a large number of professional re-
plays. Brood War API (BWAPI)1 is a third-party tool that
provides programmatic access to games of Brood War. We
have used BWAPI to write a replay scraper that runs through
professional replays and writes out both gameState and
scoutState information to file. The potentials for each factor
were calculated with with a simple count of how many times
each configuration appeared in the training set, which results
in maximum likelihood potentials.

IV. EXPERIMENTAL RESULTS

For our experiments, we used a set of 1353 professional
replays downloaded from the website “TeamLiquid”2. 100
were set aside as a test set, with the other 1253 comprising
the training set for our model. These replays consist entirely
of the Terran vs. Protoss matchup (two of the three races
in SC:BW) in order to perform comparison with the prior
work by Hostetler et al., although we are beginning to expand
analysis to the other matchups as well. Modeling each matchup
individually is acceptable, as strategic gameplay in each is
qualitatively different, and knowledge of the opponent’s race
is given prior to the match, so choosing the appropriate model
is possible. Additionally, there are only 6 possible matchups,
so this does not create a large storage overhead.
We have made our dataset available at [redacted for review].
We have included the raw replay files, extracted states, ex-
tracted scout states, and scripts for extraction, all according to
the definitions explained in Section III, as well as the script

1available at https://code.google.com/p/bwapi/
2www.teamliquid.net

Fig. 4. Relative absolute expected error for four of the most common early
game units, for the first 6 minutes of the game.

for constructing our proposed Markov network.
Our baseline for comparison was a simple average of unit
counts across the training set, the same as used in prior
work [7]. This baseline performs surprisingly well in the early
stages of the game, as opening strategies are for the most part
similar, and less scouting is performed. However, as the games
diverge, its performance wanes, as it does not pay attention
to the specifics of this particular game. Unfortunately, we
were unable to successfully implement Hostetler et al’s system
to directly compare, but using the same baseline allows us
indirect comparison via relative improvement.

A. Runtime

Tests were performed on a 64-bit Ubuntu VM with 2 GB
of memory and a 3.6 GHz processor. Training the MRF, which
only needs to happen once, scales linearly with the size of the
training set. For our set of 1253 replays, it took approximately
10 minutes. The overhead step of reading the MRF from
memory, only necessary once per game, took roughly 10
seconds, with subsequent inference tasks taking around 2
seconds each. Additionally, there are a number of ways to
optimize the running time if required. First, a more well-
tuned inference algorithm, or even an approximation algorithm
(e.g. Ermon et al’s WISH [9]) could significantly improve the
running time. Second, the size of the network itself could be
decreased by bucketing values towards the top of the range for
the more plentiful units. Naturally, this would create a trade-
off in accuracy as you remove granularity from your learning
and predictions.

B. State Inference

When predicting the opponent’s state, there are typically
two key types of inference we wish to perform. The first is
to accurately predict the number for some unit type. This is
important for military units, economic units, and production
buildings, so that we have a sense of how strong the opponent
is in various areas. The second is to predict the existence or
non-existence of a unit. This is important for tech buildings,
which unlock production of more powerful units. The number



Fig. 5. 0/1 error for four early tech buildings, for the first 6 minutes of the
game.

Fig. 6. Errors for two common units and two indicative tech buildings
extended through 15 minutes of gameplay.

of these buildings is generally irrelevant, but their existential
status is very important.
While our model has a potential granularity of 1 second, these
charts were created by querying for predictions every 3 seconds
of game.

1) Unit counts: For those units whose count is important,
we measure our relative expected absolute error. Specifically,
for some unit type i, given a true unit count ui and our
predicted unit count pi = E[Ui], the error is given by

εi = (|pi − ui|)/(ui + 1).

Fig. 4 shows the error for Probes (resource-gathering workers),
Gateways (basic training building), Dragoons and Zealots
(earliest two fighting units) for the first 6 minutes of the test
games. As expected, while the baseline performs fairly well,
our model outperforms it for every unit except the Probe,
which is constantly built by nearly all players in the early
game, which means the average is near perfect.

Fig. 7. Relative absolute expected error for two powerful late-game units.

There are two irregularities worth discussing in these results.
The first is the non-smoothness of the data, most pronounced
in the early probe production. This is mostly due to the discrete
time blocks inherent in a game of SC:BW, respectively. For
example, at second 1, some players have managed to begin
building their first Probe, while some have not, purely based
on the speed they are able to send the command. As a result,
we may predict 4.5 Probes, and accrue some error for every
test (players begin the game with 4 Probes). However, by
second 4, every player has begun production, and so our error
drops significantly. This phenomenon repeats itself when the
first cycle of Probes completes. Over time, as players miss
production by a few seconds here or there, the data smooths
out. One way to address this, if it were a serious issue, would
be to represent units in production with a continuous value
representing how close to completion they are.
The second irregularity is the spike in the Gateway graph.
This is the result of one less common strategy that constructs
two Gateways very early in order to rush the opponent. As
it usually occurs before scouting, or is hidden from scouting,
we suffer along with the baseline, both models predicting near
zero gateways at that point. However, our spike is not as high
as the baseline, representing games where the strategy was
scouted, and our model then able to predict accurately.
Fig. 6 shows how the baseline’s performance drops off as the
game goes on. In terms of the two most common army units,
it is unable to accurately predict the number the enemy has
(as expected). However, our model maintains a fairly steady
error throughout, even as the armies grow large. On the other
hand, Fig. 7 shows that we are also able to accurately predict
for two higher-tech units, the Carrier and the Arbiter, which
come into play later in the game and are usually present in
smaller numbers.

2) Unit existence: For tech buildings, which unlock con-
struction of other buildings or units, the critical question is not
how many an opponent has, but rather whether or not they have
constructed one. In light of this, we adjust both our model and
the baseline to output a binary “Exists” or “Doesn’t Exist”, by
rounding to either 0 or 1. We present the 0/1 error of these
predictions for four early tech buildings in Fig. 5.
Similar to prior work, we only perform slightly better than
the baseline in the early game. This is due to the fact that
tech buildings are frequently not explicitly scouted, but rather
inferred from scouting a unit they unlock. As a result, our
improvement over the baseline is delayed until these units
come onto the field and are seen.
However, if we extend our analysis further into the game,
shown in Fig. 6, we see two different trends. For the Support
Bay, a structure that is only built in some gameplay styles, we



Weighted Euclidean Dist.
Time (s) Baseline MRF

1 12.2 27.3
60 7.9 5.0

180 254.2 254.5
300 647.9 549.2
420 980.8 822.3
600 1574.8 1463.6
900 3023.3 2425.7
1200 3832.0 2732.5

TABLE I. AVERAGE WEIGHTED EUCLIDEAN
DISTANCE FOR BASELINE AND MRF MODEL.

do a strong job of deciding whether an opponent has it or not.
For the Citadel of Adun, a structure that is built in nearly all
styles, but at different times, we also outperform the baseline,
though eventually we match it as both models begin to predict
existence exclusively. These two trends are characteristic of
the tech building errors not shown.

C. An Aggregate Metric

So far we have shown results using the relative expected
absolute error as our metric, with the goal of comparability
to prior work. However, this metric alone makes comparison
of two different models difficult, as it does not give a feel for
the aggregate strength of a model’s inferences. While we are
confident that our model outperforms the existing work based
on examining single units at a time and comparing the resulting
charts, we are unable to concretely state it in aggregate, with
no basis for comparison.
In light of this, we are additionally reporting our results mea-
sured with weighted Euclidean distance between the predicted
vector of unit counts and the actual vector of unit counts. While
the values are less interpretable than relative expected absolute
error, they allow for comparison of different approaches as a
whole.
The weighting is motivated by the fact that the more expensive
a given unit is, the greater the impact a change in value for that
unit has on the state. Our weight for an arbitrary unit type i is
given by the formula wi =MineralPricei +2 ∗GasPricei.
Here we use a small amount of domain knowledge to enforce
the fact that gas is generally considered more valuable than
minerals, as it is slower to gather. In reality, there is a nearly
unbounded amount of expert knowledge that could go into this
weighting formula (mispredicting the opponent’s number of
bases is generally far more important than mispredicting their
number of Tanks, for example), but that would merit its own
paper. For now, Table I shows our results using the proposed
weighting, which will allow future work to concretely compare
their predictions to ours in aggregate.
Additionally, Fig. 8 shows the progression of the weighted Eu-
clidean distance over the course of a single game. As expected,
we see an overall trend upwards as the game progresses and
it becomes more difficult to perfectly predict the opponent’s
state, as well as sharp downswings corresponding to points
in the game where we scouted a significant portion of our
opponent’s units.

D. Prediction

In addition to inferring the opponent’s state at the current
time step, it is possible to manipulate the model in order
to make predictions for future opponent states. To predict x

Fig. 8. A demonstration of the progression of our model’s weighted Euclidean
distance from the actual state over the course of a single game. The distance
picks up as army size and diversity grows throughout the game, with sharp
drops corresponding to scouting events.

Lookahead Weighted Euclidean Dist.
Time (s) 30s lookahead 60s 120s

1 3.5 2.0 135.2
60 19.3 125.5 271.0
180 494.1 601.3 808.1
300 584.6 850.3 1104.5
420 1199.5 1335.9 1345.2
600 1782.0 1739.7 2252.9
900 2367.4 2475.2 3014.1

1200 3159.6 3001.4 2939.0

TABLE II. AVERAGE WEIGHTED EUCLIDEAN DISTANCE
ATTEMPTING TO PREDICT OPPONENT’S FUTURE STATE AT A

GIVEN TIME BY A GIVEN AMOUNT.

seconds into the future, we simply ask the model to predict the
state at that time as if it had seen no scouting from this moment
forward, a simple matter of adding x to each individual Ti

node, and also to the global time node.
Note that predicting unit counts moving further and further into
the future is difficult in that the prediction is not independent
of the following actions. For example, if an opponent is
telegraphing the fact that he has a small army, the player may
press for a fight, resulting in lower unit counts in 2 minutes.
In essence, an agent employing this model would need to
additionally play in a similar style as the professional players
learned from in order to give confidence to the future unit
count predictions.
Table II shows our results in more detail. Unfortunately, as we
use this manipulation to extend prediction further and further
into the future, we create states with very low support from
our training set, badly weakening our performance. It may be
that the task of future state prediction is more well-suited to a
more generative model.

V. DISCUSSION

A. Applications

As a general tool, we feel that having a feasible oppo-
nent model is critical to both AI developers and researchers.
From a research standpoint, it is critical when working in an
adversarial domain to include in your learning process some
notion of the opponent’s state. A simple example, pertinent
to our work, is the case of learning from demonstration in
SC:BW. Any approach to learning a domain model, a set of
operators to explain human gameplay, will require a realistic
opponent state model. In particular, there are actions humans



take when they believe themselves to be ahead in army size,
which we would like to be able to learn as a precondition
for said action. However, without a strong way to talk about
what we can believe about our opponent’s state, this type of
precondition is impossible to learn.
In a similar light, having a strong and believable opponent
model offers added flexibility to AI developers as well. Many
current AIs operate at a state machine-like level: if an agent is
in state x, perform action y and transition to state z. However,
a strong opponent model allows developers to encode more
complex and interesting behaviors for agents, such as “If I
believe my army is bigger than his, attack”. This has the
added benefit of giving players an extra dimension with which
to compete against the AI, as they are given the opportunity
to attempt to manipulate the agent’s beliefs via showing or
concealing different unit amounts in order to gain an advantage
within the game. It is even possible to use our model to
create believable scouting behavior from the agent, if it actively
works to shrink its marginals whenever they grow too wide,
representing a large amount of uncertainties in its beliefs.

B. Future Work

There are numerous directions in which this work can and
will be extended in the future. The first and most practical is
to include it into one of the many SC:BW agents in existence,
to verify in practice that it can provide useful information in
a timely enough manner. It may be the case that training on
bots instead of humans is required, as their play is qualitatively
different than professional human gameplay. In the case of long
multi-game matches between agents, a dynamic relearning of
the factor potentials may also be possible, to sculpt them
towards a specific opponent.
Additionally, improvements to the model may be made as well.
Maximum likelihood training for factor potentials sometimes
has trouble with overfitting, we would like to test other training
methods found in [1]. Additionally, we enjoy this construction
for its simplicity and generalizability, but it may be the case
that there is a more apt model that captures reality better.
Conditional random fields have been growing in popularity,
and include some dispensation for differentiating between an
observed variable and its actual count, with an underlying
structure to the actual variables. This appears to lend itself well
to this problem, and we would like to explore this avenue as
well.

VI. CONCLUSION

In conclusion, we believe that the task of opponent state
modeling is both critical and underdeveloped in current work
with RTS games. It allows for more believable agents, and
for more interesting learning approaches. In light of this, we
have presented a model in SC:BW that is generalizable across
the genre. While there is room for improvement, our model is
flexible, fast, and performs well throughout the full course of
the game.

ACKNOWLEDGMENT

This material is based on work supported by the National
Science Foundation (NSF) under Grant Number [redacted for
review]. Any opinions, findings and conclusions or recommen-
dations expressed in this material are those of the authors and
do not necessarily reflect the views of the NSF.

REFERENCES

[1] K. P. Murphy, Machine learning: a probabilistic perspective. MIT Press,
2012.

[2] F. Schadd, S. Bakkes, and P. Spronck, “Opponent modeling in real-time
strategy games.” in GAMEON, 2007, pp. 61–70.

[3] B. G. Weber and M. Mateas, “A data mining approach to strategy
prediction,” in IEEE Symposium on Computational Intelligence and
Games. IEEE, 2009, pp. 140–147.

[4] H.-C. Cho, K.-J. Kim, and S.-B. Cho, “Replay-based strategy prediction
and build order adaptation for StarCraft AI bots,” in IEEE Conference
on Computational Intelligence in Games. IEEE, 2013, pp. 1–7.

[5] G. Synnaeve and P. e. a. Bessiere, “A Bayesian Model for Plan Recog-
nition in RTS Games Applied to StarCraft.” in AIIDE, 2011.

[6] E. W. Dereszynski, J. Hostetler, A. Fern, T. G. Dietterich, T.-T. Hoang,
and M. Udarbe, “Learning Probabilistic Behavior Models in Real-Time
Strategy Games.” in AIIDE, 2011.

[7] J. Hostetler, E. Dereszynski, T. Dietterich, and A. Fern, “Inferring
Strategies from Limited Reconnaissance in Real-time Strategy Games,”
in Proceedings of the Twenty-Eighth Conference Annual Conference on
Uncertainty in Artificial Intelligence (UAI-12). Corvallis, Oregon: AUAI
Press, 2012, pp. 367–376.

[8] J. M. Mooij, “libDAI: A free and open source C++ library for discrete
approximate inference in graphical models,” Journal of Machine Learn-
ing Research, vol. 11, pp. 2169–2173, Aug. 2010.

[9] S. Ermon, C. P. Gomes, A. Sabharwal, and B. Selman, “Taming the curse
of dimensionality: Discrete integration by hashing and optimization,”
Journal of Machine Learning Research, vol. 28, pp. 334–342, 2013.


