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Abstract—Toward enhancing automation in video games, this
paper proposes an efficient approach for multi-goal motion
planning, where a mobile agent needs to visit several regions
in a complex environment containing numerous obstacles. The
approach works in conjunction with differential equations and
physics-based simulations of vehicle dynamics, efficiently plan-
ning collision-free, dynamically-feasible, and low-cost solution
trajectories. We combine discrete search with sampling-based
motion planning to map this challenging task to graph search. The
approach imposes a discrete abstraction obtained by a workspace
decomposition and then precomputes shortest paths to each goal.
As the sampling-based motion planner expands a tree of collision-
free and dynamically-feasible trajectories, it relies on a fast TSP
solver to compute low-cost tours which can effectively guide the
motion-tree expansion. The tours are adjusted based on progress
made and a partition of the motion tree into equivalent groups,
giving the approach the flexibility to discover new tours that are
compatible with the vehicle dynamics and collision constraints.
Comparisons to related work show significant computational
speedups and reduced solution costs.

I. INTRODUCTION

In video games, mobile agents often need to visit several
goal regions while seeking to minimize the distance traveled
and avoiding collisions with obstacles. This multi-goal motion-
planning problem presents unique computational challenges as
it intertwines a hard discrete problem, namely the Traveling
Salesman Problem (TSP), with physical constraints imposed
by the vehicle dynamics and obstacle avoidance. It is not
sufficient to just compute an ordering of the regions that
minimizes the distance traveled, in itself a hard problem even
when a closed tour is not required [1], but a collision-free
and dynamically-feasible trajectory must be planned to enable
the vehicle to reach each goal. Vehicle dynamics constrain the
feasible motions by imposing limits on velocity, turning radius,
directions of motions, making it difficult to navigate in un-
structured environments characterized by numerous obstacles
and narrow passages. In order to produce physically-realistic
motions, vehicle dynamics need to be taken into account
during planning. Consequently, the planner needs to work
with simulations of vehicle dynamics based on differential
equations or with physics-based game engines which provide
more realistic simulations of general rigid-body dynamics.

In addition to video gaming, multi-goal motion planning
has applications in other fields, such as robotics. The setting
is similar as the planner works in a simulated environment,
planning collision-free and dynamically-feasible trajectories to
reach each goal [2], [3]. While in gaming the planned motions

are executed by virtual agents, controllers are used to enable
a robot execute the planned motions in the physical world.

Due to the complexity of the multi-goal motion-planning
problem, related work in robotics and gaming has considered
various simplified settings and tradeoffs. By not taking dynam-
ics into account and considering the vehicle just as a geometric
object, probabilistic roadmaps (PRM) [4] have been used in
conjunction with TSP solvers to compute short inspection
tours [2]. This framework is extended in [3] to coverage
problems, also providing theoretical analysis on probabilistic
completeness and applications to ship-hull inspections.

A physical version of TSP, termed PTSP, is proposed in
[5], where a simulated ship is required to reach waypoints
scattered in a 2D environment as quickly as possible. In this
setting, simple dynamics are taken into account, the robot is
treated as a point mass, control inputs are discretized, e.g.,
left, right, up, down, and maps are pixelized. Even with these
simplifications, PTSP remains challenging [6].

This paper considers a more complex setting, which takes
into account general vehicle dynamics and unstructured en-
vironments populated by numerous polygonal or polyhedral
obstacles, as illustrated in Fig. 1. Dynamics can be expressed
as general differential equations ṡ = f(s, a), which describe
how the state s changes as a result of applying the control
action a. The control actions are not discretized and no
restrictions are placed regarding the shape of the vehicle and
obstacles. Physics-based engines, e.g., Bullet [7], ODE [8],
PhysX, are also used to provide accurate simulations of general
rigid-body dynamics and interactions with the environment,
which cannot be easily described analytically.

A first approach to solve the multi-goal motion-planning
problem is to compute a tour, which would indicate the order
in which to visit the goal regions, and then run a motion
planner from one goal region to the next. Due to constraints
imposed by the vehicle dynamics and collision avoidance,
it may be computationally demanding or even infeasible to
follow a particular tour. In fact, determining which tours are
feasible is a major challenge in multi-goal motion planning.

More general frameworks have been proposed that combine
motion planning with Linear Temporal Logic (LTL) [9]–
[14]. This research is part of a burgeoning body of work
focusing on combining task and motion planning in various
settings [15]–[20]. As LTL provides a general logic, multi-
goal motion planning can be expressed in LTL in a number
of ways, such as a coverage or a sequencing formula. The
coverage formula indicates that the vehicle will eventually

978-1-4799-3547-5/14/1.00 ©2014 IEEE



visit each goal, leaving it up to the planner to determine the
order, while the sequencing formula indicates that the vehicle
will reach the goals in succession. While the work in [10]–
[12], [14] requires a controller that can guarantee steering the
vehicle from one region to the next, the framework developed
in [9], [13] is general and can be applied to the setting
considered in this paper. Termed LTLSyclop, this framework
seeks to synergistically combine discrete search and sampling-
based motion planning. Although LTLSyclop has been able
to efficiently solve challenging problems, it still suffers from
scalability issues. In particular, it relies on searching a prod-
uct space composed of a workspace decomposition and an
automaton representing the LTL formula, which induces an
exponential dependency. As such LTLSyclop has been limited
in practicality to multi-goal motion planning with 6–10 goals.

Motivated by LTLSyclop, this paper combines sampling-
based motion planning with efficient TSP solvers modified for
multi-goal planning. Sampling-based motion planning provides
a state-of-the-art framework, which relies on probabilistic sam-
pling and exploration of the state and action spaces to expand
a motion tree consisting of collision-free and dynamically-
feasible trajectories [21]–[27]. In this paper, a workspace
decomposition is introduced to map the multi-goal motion-
planning problem to a discrete abstraction, which is used to
partition the motion tree into equivalent groups. Moreover, dur-
ing the motion-tree expansion, efficient TSP solvers based on
branch-and-bound approaches search the discrete abstraction to
determine appropriate tours from each tree group. Tree groups
are selected for expansion based on multi-objective criteria
that combine heuristic costs, selection penalties, and trajectory
costs in order to promote both computational efficiency and
generation of low-cost solutions. This gives the approach the
flexibility to discover new tours that are compatible with
the robot dynamics and collision constraints. Experiments
with a high-dimensional snake-like model and a physics-based
vehicle model operating in complex environments show the
efficiency of the approach even as the number of goals is
increased. Comparisons to LTLSyclop show significant reduc-
tions both in terms of runtime and solution costs.

II. PROBLEM FORMULATION

Let W denote the world, which is populated by a set of
obstacles O = {O1, . . . , Om} ⊂ W and a set of goal regions
P = {P1, . . . , Pn} ⊂ W . Let S ⊆ Rd1 denote the state space,
where a state s ∈ S describes the position, orientation, steering
angle, velocity, and other components that relate to the vehicle
motion. Let A ⊆ Rd2 denote the action space, where an action
a ∈ A describes the external inputs used to control the vehicle,
e.g., acceleration, change in steering angle.

The vehicle dynamics are encapsulated by a function

snew ← SIMULATE(s, a, dt),

which computes the new state snew ∈ S obtained by applying
the action a ∈ A to the state s ∈ S for one time step dt.
Vehicle dynamics are often specified as differential equations
of the form ṡ = f(s, a). In such cases, SIMULATE(s, a, dt)
is implemented based on numerical integration. For increased
realism, the Bullet [7] physics-based engines is also used to
model friction, gravity, nonflat terrain, and general rigid-body

Fig. 1. Vehicle models and scenes with 40 goal regions. Workspace
triangulation shown for the first scene. Videos showing solutions obtained
by the proposed approach can be found at http://youtu.be/K2aV-RFMQok.

dynamics by computing the forces acting on the bodies and
the motions resulting from applying these forces.

Starting at a state s ∈ S and applying a sequence of actions
[ai]

T
i=1 in succession for T ∈ N time steps gives rise to a

motion trajectory ζ : [1, . . . , T ] → S , where ζ(1) = s and
ζ(i+ 1) = SIMULATE(ζ(i), ai, dt) for all i = 1, . . . , T − 1.

The trajectory ζ is considered valid if every state ζ(i)
is valid. More specifically, let PLACEMENT(ζ(i)) denote the
placement of the vehicle as specified by ζ(i). Then, ζ(i) is
considered valid, as computed by a function VALID : S →
{>,⊥}, when position, steering angle, velocity, and its other
values are within prespecified bounds, and PLACEMENT(ζ(i))
is not in collision. Similarly, GOAL(ζ(i)), where GOAL : S →
{P1, . . . , Pn,⊥}, determines the goal region, if any, reached
by the vehicle when placed according to the state ζ(i). The
set of goal regions reached by ζ is then defined as

GOALS(ζ) = P ∩ (GOAL(ζ(1)) ∪ . . . ∪ GOAL(ζ(T ))).

The multi-goal motion-planning problem can now be stated as
follows:

Definition 1. Given 〈W,O,P,S,A, SIMULATE〉, and an initial
state sinit ∈ S, compute a sequence of actions [ai]

T
i=1 such that

the motion trajectory ζ : [1, . . . , T ]→ S resulting from apply-
ing the actions in succession starting from sinit, i.e., ζ(1) = sinit
and ∀i ∈ {1, . . . , T − 1} : ζ(i + 1) = SIMULATE(ζ(i), ai, dt),



avoids collisions and reaches each goal region, i.e.,

GOALS(ζ) = P and ∀i ∈ {1, . . . , T} : VALID(ζ(i)) = >.

The approach seeks to generate a low-cost solution ζ that
reduces the distance traveled by the vehicle, where cost(ζ) =∑T−1
i=1 distance(ζ(i), ζ(i + 1)). Finding an optimal solution is

beyond the scope of this paper, as optimality for motion
planning even with one goal is intractable when considering
general rigid-body dynamics [28]. Instead, the paper focuses
on designing a computationally efficient approach which is
experimentally shown to generate low-cost solutions.

III. VEHICLE MODELS AND SCENES

To facilitate the description of the approach, the vehicle
models and scenes used in the experiments are described first.

In the first scenario, as shown in Fig. 1, a snake-like
model is required to visit multiple goal regions by going
around numerous, randomly scattered, obstacles. The motion
dynamics are modeled as a car pulling several trailers (adapted
from [22, pp. 731]):

ẋ = v cos(θ0) cos(ψ) ẏ = v sin(θ0) cos(ψ)

θ̇0 = v sin(ψ)/L v̇ = ua ψ̇ = uω

θ̇i = v
d (sin(θi−1)− sin(θ0))

∏i−1
j=1 cos(θj−1 − θj).

The state (x, y, v, θ0, ψ, θ1, . . . , θN ) is composed of position
(x, y), velocity (v), orientation (θ0) and steering angle (ψ)
of the head link, and orientation (θi) of the i-th trailer link,
where N denotes the number of trailer links. Motions are
controlled by setting the acceleration (ua) and the steering
rotational velocity (uω). The body (L) and hitch (d) lengths are
reduced, such that the model resembles a snake. The function
SIMULATE(s, a, dt) is computed based on fourth-order Runge-
Kutta numerical integration. The package PQP [29] is used for
collision checking.

In the second scenario, as shown in Fig. 1, a vehicle
is required to pass over ramps, bumpy terrains, and around
obstacles in order to visit the goal regions. The vehicle, whose
state is composed of position, orientation, linear and angular
velocities, and steering angle, is controlled by setting the
engine force and changing the steering angle. The function
SIMULATE(s, a, dt) uses the Bullet physics-based engine [7],
which simulates friction, gravity, the rigid-body dynamics of
the vehicle, and its interactions with the environment as it goes
over ramps and bumpy terrains.

IV. METHOD

The proposed approach couples sampling-based motion
planning with a branch-and-bound TSP solver. Starting from
the initial state sinit ∈ S, a motion tree T = (VT , ET )
is incrementally expanded by adding new vertices and new
edges. Each vertex v ∈ VT is associated with a collision-
free state, denoted by state(v). Each edge (vi, vj) ∈ ET
denotes that state(vj) is a successor of state(vi), i.e., state(vj) =
SIMULATE(state(vi), a, dt), where a is the action applied to
state(vi) and dt is the time step. Let ζT (v) denote the trajectory
from the root of T to v ∈ VT , which corresponds to the
sequence of states associated with the path in T = (VT , ET )

Fig. 2. Partition of the motion tree into equivalent groups. Figure shows the
goal regions (P1, P2, P3), obstacle (brown), triangulation of the workspace,
motion-tree vertices (blue circles), and motion-tree edges (green arrow con-
nectors). Vertices in motion tree are labeled with the group id. Recall that
vertex vi and vj have the same group id iff region(vi) = region(vj) and
GOALS(ζT (vi)) = GOALS(ζT (vj)).

from the root vertex to v. The overall objective is to expand
T so that, for some v ∈ T , ζT (v) has low cost and visits all
the goal regions P1, . . . , Pn, i.e., GOALS(ζT (v)) = P .

To effectively guide the motion-tree expansion, the ap-
proach uses a workspace decomposition to provide a simplified
and discrete abstraction of the multi-goal motion-planning
problem. The discrete abstraction is first used to induce a par-
tition of the motion tree into equivalent groups. In particular,
two vertices vi and vj belong to the same tree group iff they
provide the same discrete information, namely vi and vj map
to the same workspace region and the trajectories ζT (vi) and
ζT (vj) reach the same set of goals, as shown in Fig. 2.

A modified TSP solver is used to search the discrete
abstraction and compute low-cost TSP tours which indicate
the order in which to reach the remaining goals from each
tree group. The length of the TSP tour serves as a heuristic
cost to estimate the feasibility of reaching the remaining goals.
To promote both computational efficiency and generation of
low-cost solutions, a tree group is selected for expansion
based on multi-objective criteria that combine heuristic costs,
selection penalties, and trajectory costs. Sampling-based mo-
tion planning is then used to expand the selected tree group
along the TSP tour associated with it. When the expansion
fails to make progress due to constraints imposed by the
vehicle dynamics and the obstacles, another tree group would
be selected for expansion. In this way, the approach has the
flexibility to discover new tours that are compatible with the
vehicle dynamics and collision constraints.

Pseudocode for the approach is provided in Alg. 1. A more
detailed discussion of the main components follows.

A. Discrete Abstraction

A discrete abstraction is obtained by decomposing the
unoccupied workspace area W \ ((

⋃m
i=1Oi) ∪ (

⋃n
i=1 Pi))

into a number of nonoverlapping triangles Tri1, . . . , Tri` [30].
Triangulations are preferred over grid-based decompositions
as they preserve the geometry of the obstacles, i.e., triangles
do not intersect obstacles. The discrete abstraction is repre-
sented as an undirected weighted graph G = (R,E), where



R = {P1, . . . , Pn, Tri1, . . . , Tri`} and E = {(ri, rj) : ri, rj ∈
R and ri, rj share a boundary}, which captures the physical
adjacency of the decomposition regions. The weight of an
edge (ri, rj) ∈ E is set to ‖centroid(ri)−centroid(rj)‖2. Fig. 2
provides an illustration.

B. TSP Tours over the Discrete Abstraction

The discrete abstraction G = (R,E) provides a simplified
model which serves to guide the motion-tree expansion. In
particular, the discrete abstraction is searched for an ap-
propriate schedule of goals starting from different regions.
In fact, a function TSPSOLVER(G, r, {Pg1 , . . . , Pgk}) searches
G = (R,E) for a low-cost tour that starts at r ∈ R and visits
each Pgi . Note that the tour is not closed as the vehicle is not
required to come back to r. Moreover, TSPSOLVER is invoked
hundreds or thousands of times, using different starting regions
and different subsets {Pg1 , . . . , Pgk} ⊆ P , as determined by
the overall approach (see Alg. 1:d9 and Section IV-D).

To make the computation efficient, shortest paths are pre-
computed from each r ∈ R to every Pi ∈ P . Our solution
for this step is an engineered implementation of Dijkstra’s
single-source shortest path algorithm [31], invoked with every
Pi ∈ P as a source. For this, we exploit Radix Heaps [32].
For N nodes and O(N) edges in the (planar) graph, they
induce a worst-case running time for shortest-paths search
of O(N logC), where C is the maximum integer weight
of any edge (appropriately scaled to ensure negligible loss
due to conversion). Assuming a (w = 64)-bit computer, we
have logC ≤ w and obtain an O(N) algorithm. There are
two further speed-up techniques. One is to allocate the space
needed for the graph and priority queue data structures upfront
to avoid a slow-down due to dynamic memory maintenance.
The other is to merge the graph with the heap node, such that
no explicit mapping between the two is needed. The experience
of these aspects is that they are more important than the proper
choice of the data structure [33].

After precomputing shortest paths, we infer an ordering
of the goals by solving TSP, without requiring a closed tour.
To implement TSPSOLVER(G, r, {Pg1 , . . . , Pgk}), the graph
G = (R,E) is contracted into a weighted undirected graph
G′ = (V ′, E′), where V ′ = {r, Pg1 , . . . , Pgk} and the
weight of an edge (r′i, r

′
j) ∈ E′ = V ′ × V ′ is defined as

di,j = SHORTESTPATH(G, r′i, r
′
j). Using G′ = (V ′, E′) and

the distances di,j , we implemented a depth-first branch-and-
bound (DFBnB) solver [34], [35]. Each node in the BnB tree
corresponds to visiting one goal node in V ′. Successors are
ordered, so that closer nodes are visited first. We applied
three lower-bound heuristics. For a partial tour Γ we selected
the trivial heuristic h0(Γ) ≡ 0, the sum-of-column-minima
heuristic h1(Γ) =

∑
i 6∈Γ h

i
1(Γ) with

hi1(Γ) = min{di,j | 1 ≤ j ≤ n ∧ i 6= j},

and the assignment problem (AP) heuristic h2(Γ). Heuristic h1

can be computed incrementally in O(1), while solving the AP
takes incremental quadratic time [36]. DFBnBi, 0 ≤ i ≤ 2,
TSP solvers are based on a pre-allocated stack. We avoid
copying an array of already visited goals by employing a
bitvector. For our inputs we have dk/we = 1. Space is at
most quadratic in k and allocated prior to the search.

MULTIGOALMOTIONPLANNER(W,O,P, SIMULATE, sinit, tmax)
a1 G = (R,E)← WORKSPACEDECOMPOSITION(W,O,P)
a2 T = (VT , ET )← (∅, ∅); Λ← ∅
a3 ADDVERTEX(T ,Λ,⊥, sinit,⊥)
a4 while TIME < tmax
a5 Λ〈r,g〉 ← SELECTGROUP(Λ)
a6 ζ ← EXPANDGROUP(T ,Λ〈r,g〉)
a7 if ζ 6= ⊥ then return ζ
a8 return ⊥

SELECTGROUP(Λ) ♦ Section IV-D1
b1 wmax ← maxΛ〈r,g〉∈Λ w〈r,g〉, where

w〈r,g〉 = αnsel
〈r,g〉/(cost(tour〈r,g〉))β

b2 Λcands ← ∅
b3 for Λ〈r,g〉 ∈ Λ do
b4 if w〈r,g〉 ≥ cwmax and

exp(−d(1− w〈r,g〉/wmax)) ≥ RAND(0, 1) then
b5 Λcands ← Λcands ∪ {Λ〈r,g〉}
b6 return arg minΛ〈r,g〉∈Λcands

1
|Λ〈r,g〉|

∑
v∈Λ〈r,g〉

cost(ζT (v))

EXPANDGROUP(T ,Λ〈r,g〉) ♦ Section IV-D2
c1 v ← SELECTVERTEX(Λ〈r,g〉)
c2 for several steps do
c3 a← SELECTACTION(state(v))
c4 snew ← SIMULATE(state(v), a, dt)
c5 if VALID(snew) = > then return ⊥
c6 vnew ← ADDVERTEX(T ,Λ, v, snew, a)
c7 if goalsToReach(vnew) = ∅ then return ζT (vnew)
c8 v ← vnew
c9 return ⊥

ADDVERTEX(T ,Λ, v, snew, a) ♦ Section IV-D3
d1 vnew ← NEWVERTEX(T ); state(vnew)← snew
d2 action(vnew)← a; parent(vnew)← v
d3 region(vnew)← LOCATEREGION(position(snew),W, R)
d4 if v = ⊥ then goalsToReach(vnew)← P
d5 else goalsToReach(vnew)← goalsToReach(v) \ region(vnew)
d6 key← 〈region(vnew), goalsToReach(vnew)〉
d7 if (Λkey ← FIND(Λ, key)) = ⊥ then
d8 Λkey ← ADDNEWGROUP(Λ, key)
d9 tourkey ← TSPSOLVER(G, region(vnew), goalsToReach(vnew))

d10 Λkey ← Λkey ∪ {vnew}; return vnew

Algorithm 1: Pseudocode for the multi-goal motion planner.

C. Partition of the Motion Tree

To effectively guide the motion-tree expansion, the discrete
abstraction is used to induce a partition of the vertices in T =
(VT , ET ) into equivalent groups. More specifically, each v ∈
VT keeps track of the goal regions that have yet to be reached
from v, denoted by goalsToReach(v) and defined as

goalsToReach(v) = P \ GOALS(ζT (v)).

For the root vertex, goalsToReach(vinit) = {P1, . . . , Pn}. As T
is expanded, fewer and fewer goals have to be reached from
the new vertices being added to T .

A vertex v ∈ VT also keeps track of the associated
workspace region, denoted by region(v), and computed as
the region r ∈ R such that position(state(v)) ∈ r. When
the workspace is decomposed into triangles, region(v) can be
computed in logarithmic time with respect to the number of
triangles in the decomposition [37].

For r ∈ R and g ⊆ P = {P1, . . . , Pn}, let

Λ〈r,g〉 = {v ∈ T : region(v) = r ∧ g = goalsToReach(v)}.



The vertices of T are then partitioned into groups according
to the corresponding workspace region and goals that have yet
to be reached, i.e.,

Λ = {Λ〈r,g〉 : r ∈ R ∧ g ⊆ P ∧ |Λ〈r,g〉| > 0}.

Fig. 2 provides an illustration.

The motivation for the partition of T into groups Λ〈r,g〉
comes from the observation that tree vertices in Λ〈r,g〉 admit
the same discrete problem, namely, computing a TSP tour over
the discrete abstraction G = (R,E) that starts at r and visits
each goal region in g. As the motion tree T will typically
have tens of thousands of vertices, without partitioning, it is
difficult to determine at each iteration the vertex from which
to expand T in order to make rapid progress toward reaching
the goal regions. In contrast, the partition allows the approach
to determine which tree group to select for expansion based
on TSP tours. In other words, what matters most is the tree
group being selected for expansion. Once a tree group Λ〈r,g〉
is selected, the selection of a vertex in Λ〈r,g〉 is less important
as vertices in Λ〈r,g〉 carry the same discrete information.
The selection based on tree groups provides more relevant
information, which, as described next, makes it possible to
rapidly expand T toward the goal regions and effectively
obtain a low-cost solution.

D. Expanding the Motion Tree

The overall search is driven by (1) a strategy for selecting
a group Λ〈r,g〉 ∈ Λ, and (2) sampling-based motion planning
to expand T by adding a new trajectory from Λ〈r,g〉.

1) Group Selection (Alg. 1:b): A group is selected from Λ
by first determining a set of appropriate candidates, Λcands ⊆ Λ,
based on heuristic costs defined from tours computed by the
TSP solver. Preferences are given to groups with low heuristic
costs as expansions from such groups are estimated to promote
computational efficiency and generation of low-cost solution
trajectories since they are associated with shorter remaining
tours. To further promote the generation of low-cost solution
trajectories, the group Λ〈r,g〉 selected from Λcands is the one
with the minimum average trajectory cost from the root vertex
to vertices in Λ〈r,g〉, i.e.,

arg min
Λ〈r,g〉∈Λcands

1

|Λ〈r,g〉|
∑

v∈Λ〈r,g〉

cost(ζT (v)).

To compute Λcands, a heuristic cost, h〈r,g〉, is associated
with each Λ〈r,g〉 and is defined as the length of tour〈r,g〉. The
tour, as described in Section IV-B, is computed by a modified
TSP solver which searches the discrete abstraction G = (R,E)
to determine an appropriate order to visit the goal regions in g
starting from r. For each Λ〈r,g〉, the TSP solver is called once
when Λ〈r,g〉 is first created (Alg. 1:d9). The heuristic cost is
combined with a selection-penalty factor into a weight

w〈r,g〉 = αnsel〈r,g〉/hβ〈r,g〉,

where nsel〈r,g〉 denotes the number of times Λ〈r,g〉 has been
selected for expansion, 0 < α < 1, and β ≥ 1. Note that
β serves to tune the strength of the heuristic, while αnsel〈r,g〉

serves as a penalty factor to avoid overexploration. Without
the penalty, the approach may become stuck by always trying

to expand from some Λ〈r,g〉, which could be infeasible due to
constraints imposed by the obstacles and the vehicle dynamics.
In this way, the weight w〈r,g〉 seeks to balance the greediness
of the heuristic with methodical expansion coming from the
selection penalty.

The group in Λ with the maximum weight is always
included in Λcands. A probabilistic strategy, motivated by the
Metropolis criterion, is used to determine which other groups
to add to Λcands. Specifically, Λ〈r,g〉 ∈ Λ is added to Λcands iff

w〈r,g〉 ≥ cwmax and exp(−d(1−w〈r,g〉/wmax)) ≥ RAND(0, 1),

where 0 < c < 1 is a cutoff factor and d ≥ 1 plays a
similar role as the temperature in the Metropolis criterion.
Note that each Λ〈r,g〉 whose weight is at least cwmax has a
nonzero probability of being added to Λcands. The likelihood
of including Λ〈r,g〉 is high when w〈r,g〉 is close to wmax.

2) Group Expansion (Alg. 1:c): Sampling-based motion
planning is used to add a new collision-free and dynamically-
feasible trajectory from Λ〈r,g〉. To promote expansion along
tour〈r,g〉, with high probability b (set to 0.95 in the experi-
ments), a target position p is sampled inside one of the regions
along the shortest path from r to the first goal in tour〈r,g〉. At
other times, with probability 1 − b, to promote expansions in
new directions, p is sampled uniformly at random inside the
workspace bounding box. In both cases, the vertex v ∈ Λ〈r,g〉
closest to p is then selected for expansion.

To generate a collision-free and dynamically-feasible tra-
jectory, a control action a is applied starting at state(v) and
continuing until a collision occurs, p is reached, or a maximum
number of steps is reached. A common strategy is to select a
uniformly at random in order to expand the motion tree along
new directions [21]. PID controllers can also be used, when
available, to adjust the steering angle in order to generate a
smoother trajectory toward p. Each collision-free intermediate
state si, which is obtained as si ← SIMULATE(si−1, a, dt), is
added to T with the previous state as its parent.

3) Vertex Addition (Alg. 1:d): When the vertex vnew
is added to T , region(vnew) and goalsToReach(vnew) are
also computed. Note that if vnew is the root vertex, then
goalsToReach(vnew) = P . Otherwise,

goalsToReach(vnew) = goalsToReach(parent(vnew))\{region(vnew)},

where parent(vnew) denotes the parent of vnew in T (Alg. 1:d4-
d5). Moreover,

key(vnew) = 〈region(vnew), goalsToReach(vnew)〉

is used to search if Λkey(vnew) is in Λ. If not, Λkey(vnew) is created
as a new group and added to Λ. The TSP solver is also invoked
to compute a tour that starts at region(vnew) and visits each goal
region in goalsToReach(vnew) (Alg. 1:d9). Finally, the vertex
vnew is added to Λkey(vnew). In this way, as T is expanded, it
reaches new regions which can provide the framework with
better alternative tours to reach the remaning goals.

E. Probabilistic Completeness

Probabilistic completeness, which ensures that a solution
will be found, when it exists, with probability approaching one



as time tends to infinity, is a desired property for sampling-
based motion planning. Probabilistic completeness for multi-
goal motion planning derives from the probabilistic complete-
ness associated with the underlying sampling-based motion
planner used for the group expansion, which we will refer to
as SMP. Consider a feasible tour Pg1 , . . . , Pgn . Starting from
sinit, by the probabilistic completeness of SMP, it follows that
SMP will expand T so that it eventually reaches Pg1 . This will
cause the creation of a group Λ〈r,g〉 with g = {Pg2 , . . . , Pgn}.
As we will show later, each group Λ〈r,g〉 is selected infinitely
often. As such, the expansion will continue from groups with
g as their set of yet-to-reach goals. Again, by the probabilistic
completeness of SMP, the goal Pg2 will eventually be reached
from such groups. Continuing in this manner, based on an
inductive argument, Pgi will be reached from those groups
that have {Pgi , Pgi+1 , . . . , Pgn} as their remaining tour list.

To show that each Λ〈r,g〉 ∈ Λ is selected infinitely often,
recall that w〈r,g〉 is reduced after each selection by a penalty
factor 0 < α < 1. Consider the i-th iteration of the algorithm
and assume to the contrary that Λ〈r,g〉 is never selected for
expansion after the i-th iteration. Since at each iteration, some
other Λ〈r′,g′〉 is selected its weight is reduced by α. After
being selected for some ` times, w〈r′,g′〉 will become less than
cw〈r,g〉 (recall that c is the cutoff factor used for inclusion in
the set Λcands of candidate groups). As there is a finite number
of groups, and since some group must always be selected,
eventually each other group Λ〈r′,g′〉 will be selected enough
times so that its weight becomes less than cw〈r,g〉. As such,
Λ〈r,g〉 will be the only group in Λcands, which contradicts the
assumption that Λ〈r,g〉 will not be selected again.

V. EXPERIMENTS AND RESULTS

Experimental validation is provided in simulation using a
snake-like model and a physics-based vehicle model operating
in complex and unstructured environments, as shown in Fig. 1.
Details of the models were provided earlier in Section III.
Scalability of the approach is shown by increasing the number
of goal regions. Comparison to related work show significant
reductions both in terms of runtime and solution costs.

A. Experimental Setup

1) Problem Instances: For each scene and number of goals
n, 60 instances are created by randomly placing the vehicle and
the goal regions P1, . . . , Pn inside the workspace bounding
box. The goal regions are kept a certain distance apart to
ensure that they are not all cluttered in an empty space.
This is achieved by incrementally placing the goal regions
using random rejection sampling until Pk is not in collision
and is at least a certain distance away from the vehicle and
P1, . . . , Pk−1.

2) Runtime and Solution Cost: For each combination of
scene and number of goal regions, every planner is run on each
of the 60 problem instances. A timeout of 40s is set for each
run. Results report mean running time and solution cost after
dropping the five best and worst runs to avoid the influence
of outliers. Standard deviations are also shown. The runtime
includes everything from reading the input file to reporting
that a solution is found. Solution cost is measured as the
distance traveled by the vehicle along the solution trajectory.
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Fig. 3. Results on runtime and solution cost when comparing the proposed
approach (P[DFBnB1]) to LTLSyclop. LTLCov and LTLSeq refer to run-
ning LTLSyclop with the multi-goal task formulated as LTL coverage and
sequencing formulas. Bars indicate standard deviation.

To provide a uniform measure for different scenes, the solution
cost obtained by a planner on a particular problem instance I
is normalized with respect to the length of the tour obtained by
the TSP solver when run on I as TSPSOLVER(region(vinit),P).
To get a low-cost tour for the normalization factor, TSPSOLVER

is run as DFBnB1 using one million iterations (each such run
lasts a few seconds). Experiments were run on an Intel Core i7
(CPU: 1.90GHz, RAM: 4GB) using Ubuntu 13.04 and GNU
g++-4.7.3.

B. Results

1) Cross-Comparison: Fig. 3 shows the results when com-
paring the proposed approach to LTLSyclop [9], [13], which
is a general framework for planning trajectories that satisfy
LTL formulas. As such, multi-goal motion planning can be
expressed as a coverage LTL formula, namely ♦P1∧. . .∧♦Pn,
which indicates that the robot will eventually visit each goal
region. In the graph, running LTLSyclop with this formula is
referred to as LTLCov. As shown in Fig. 3, LTLCov times
out in the problem instances with more than 11 goal regions,
while the proposed approach efficiently solves all problem
instances, even those with 40 goal regions. Moreover, the
proposed approach generates low-cost solutions.

One reason that LTLCov does not scale well is that it
relies on the product space of the workspace decomposition
and the automaton representing the LTL formula, which has
2n states in the case of n goal regions. For this reason,
comparisons are also included with LTLSyclop using a se-
quencing formula to solve the multi-goal motion planning,
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Fig. 4. Results on runtime and solution cost when using the proposed approach with different TSP solvers (P[DFBnB0], P[DFBnB1], P[DFBnB2]) and
random tours (P[rand]). Graph on normalized solution cost is tapered at 1.5 to make it clearer.

namely ♦Pg1 ∧ (♦Pg2 ∧ . . .♦Pgn)), where the robot can visit
the goal regions according to the tour Pg1 , . . . , Pgn . Running
LTLSyclop with this sequencing formula is referred to as
LTLSeq. The automaton associated with the LTL sequencing
formula has linear size so the computation of the product
space has minimal effect on running time (in the order of
milliseconds). The tour Pg1 , . . . , Pgn corresponds to the best
solution obtained in the discrete abstraction, i.e., same one used
for cost normalization (time to generate this tour is not added
to the running time of LTLSeq). LTLSeq proceeds by first
trying to reach Pg1 , and then Pg2 , and so on, until it reaches
Pgn . Even though LTLSeq performs better than LTLCov, as
shown in Fig. 3, the proposed approach is significantly more
efficient and generates lower-cost solutions than LTLSeq.

2) Impact of the TSP Solver: Fig. 4 shows the results
when using the proposed approach with different modified
TSP solvers, as discussed in Section IV-B. These results show
that the approach works well for different TSP solvers. How-
ever, TSP solvers based on the assignment-problem heuristic
(DFBnB2) do impose more of a computational cost than
the sum-of-column-minima heuristic (DFBnB1) and the trivial
heuristic (DFBnB0). These differences in performance come
from the fact that DFBnB2 are geared toward high-dimensional
instances of the TSP problem with hundreds or thousands of
vertices, while DFBnB0 and DFBnB1 tend to work better for
small to mid range TSP problem instances.

To show that the quality of the tours affects the overall
performance, experiments were also conducted with P[rand]
which ditches the TSP solver and simply uses random tours
to guide sampling-based motion planning. As expected, results
in Fig. 4 show that P[rand] generates high-cost solutions even
for the small problem instances and quickly times out on the
larger problem instances.

Additional experiments were conducted where we varied
the upper bound on the number of expansions DFBnB0 and
DFBnB1 are allowed to use when computing a tour (results in
Fig. 3 and 4 are obtained using 10000 as the upper bound).
As shown in Table I, lowering the number of expansions tends
to produce lower quality tours, which result in higher cost

DFBnB0 P[DFBnB0]
nrExpansions mean time [s] std mean cost std

1000 4.75 0.77 1.29 0.06
10000 4.64 0.92 1.15 0.06
50000 6.92 1.28 1.17 0.07

100000 9.54 1.66 1.18 0.07
200000 12.27 1.80 1.16 0.07

DFBnB1 P[DFBnB1]
nrExpansions mean time [s] std mean cost std

1000 4.77 1.01 1.30 0.07
10000 4.04 0.69 1.18 0.06
50000 4.90 0.89 1.17 0.05

100000 6.33 0.84 1.18 0.06
200000 8.47 1.46 1.18 0.06

TABLE I. RESULTS ON THE OVERALL PERFORMANCE TO COMPUTE A
SOLUTION TRAJECTORY WHEN VARYING THE MAX. NUMBER OF

EXPANSIONS OF THE TSP SOLVER FOR SCENE 1 WITH 25 GOAL REGIONS.

solution trajectories. At the other end, using a large number
of expansions increases the running time without considerable
reductions in solution costs, as a moderate number of iterations
is sufficient to generate good quality tours for the problems
considered in this paper. Recall that, as the motion tree is
expanded and goal regions are reached, the discrete search
needs to solve smaller and smaller TSP problems. Thus, even
though a TSP solver may generate a suboptimal tour in the
beginning, the tour quality can be improved in later invocations
from different groups in the motion tree. It is in fact this
interplay between the TSP solver and sampling-based motion
planning that makes the overall approach efficient and able to
generate low-cost solutions.

VI. CONCLUSION

This paper presented an efficient approach for the multi-
goal motion-planning problem geared toward vehicles operat-
ing in complex and unstructured environments. The approach
takes into account the differential equations of the vehicle
dynamics and incorporates physics-based game engines to
provide realistic simulations of general rigid-body dynamics.



The efficiency of the approach was derived by a careful com-
bination of TSP solvers with sampling-based motion planning.
The paper showed the importance of the discrete abstraction
in guiding the motion-tree expansion. The partition of the
motion tree into equivalent groups, as induced by the discrete
abstraction, and the computation of TSP tours facilitated the
rapid expansion of the motion tree toward the remaining goal
regions. The multi-objective criteria based on tour lengths,
selection penalties, and actual trajectory costs used for the
group selection was effective in promoting both computational
efficiency and generation of low-cost solution trajectories.

For future work, one direction is to take advantage of
locality in order to leverage previous tours when computing
new tours, similar to anytime discrete search. Another direction
is to dynamically adjust the weights associated with the edges
in the discrete abstraction based on information gathered from
sampling-based motion planning. We would also like to extend
the approach for the case of multiple vehicles.
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